msanova

Analysis of variance with msanova
by Roger Payne

Published by:
E-mail:
Website:

VSN International, 5 The Waterhouse, Waterhouse Street,
Hemel Hempstead, Hertfordshire HP1 1ES, UK
info@vsni.co.uk
http://www.vsni.co.uk/

© 2016 VSN International

Contents
Acknowledgements iv

4.9 The apermtest function 58
4.10 Practical 59

Introduction 1
1 One-way analysis of variance 2
1.1 The msanova function: a first look 3
1.2 The msanova function: the full
details 6
1.3 The agraph function 12
1.4 Practical 14
1.5 Polynomial contrasts 14
1.6 The apolynomial function 15
1.7 The adpolynomial function 16
1.8 Practical 17
1.9 The amcomparison function 17
1.10 Practical 21
1.11 The aconfidence function 21
1.12 Practical 22

5 Designs with several error terms 60
5.1 Split-plot design 60
5.2 Practical 62
5.3 The afieldresiduals function 63
5.4 Practical 64
5.5 Other stratified designs 64
5.6 Practical 66
6 Balance and non-orthogonality 67
6.1 Confounding and efficiency factors
67
6.2 Balance 72
6.3 Practical 73
6.4 Pseudo-factors 73
Index 78

2 Blocking structures 23
2.1 Completely randomized designs 23
2.2 Randomized block designs 23
2.3 Practical 28
2.4 Blocking in two directions: Latin
square designs 28
2.5 Practical 31
3 Treatment structure 32
3.1 Factorial designs with two treatment
factors 32
3.2 Fitting contrasts in factorial designs
35
3.3 Practical 40
3.4 Syntax rules for formulae 40
3.5 Factorial plus added control 43
3.6 Covariates 45
3.7 Practical 48
4 Checking the assumptions 49
4.1 Homogeneity of variance 49
4.2 Normality and independence of the
residuals 50
4.3 The aplot function 50
4.4 Additivity of the model 51
4.5 Outliers 51
4.6 Transformations 52
4.7 The acheck function 55
4.8 Practical 57

Acknowledgements
I gratefully acknowledge important contributions to msanova by David Baird, Simon
Harding, Darren Murray, Duncan Soutar, Jim Twynam, Sue Welham and, especially,
Graham Wilkinson (who was the author of the original ANOVA algorithm in Genstat)
and Zhengzheng Zhang (who was the main author of the R functions).
msanova includes software developed by the OpenSSL Project for use in the OpenSSL
Toolkit. (http://www.openssl.org/). Copyright (c) 1998-2016 The OpenSSL Project. All
rights reserved.
msanova uses the ICU libraries, to provide Unicode and Globalization support , under the
following Copyright and Permission Notice.
COPYRIGHT AND PERMISSION NOTICE
Copyright (c) 1995-2009 International Business Machines Corporation and others. All rights
reserved.
Permission is hereby granted, free of charge, to any person obtaining a copy of this software
and associated documentation files (the "Software"), to deal in the Software without
restriction, including without limitation the rights to use, copy, modify, merge, publish,
distribute, and/or sell copies of the Software, and to permit persons to whom the Software is
furnished to do so, provided that the above copyright notice(s) and this permission notice
appear in all copies of the Software and that both the above copyright notice(s) and this
permission notice appear in supporting documentation.
THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND,
EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND
NONINFRINGEMENT OF THIRD PARTY RIGHTS. IN NO EVENT SHALL THE
COPYRIGHT HOLDER OR HOLDERS INCLUDED IN THIS NOTICE BE LIABLE FOR
ANY CLAIM, OR ANY SPECIAL INDIRECT OR CONSEQUENTIAL DAMAGES, OR
ANY DAMAGES WHATSOEVER RESULTING FROM LOSS OF USE, DATA OR
PROFITS, WHETHER IN AN ACTION OF CONTRACT, NEGLIGENCE OR OTHER
TORTIOUS ACTION, ARISING OUT OF OR IN CONNECTION WITH THE USE OR
PERFORMANCE OF THIS SOFTWARE.
Except as contained in this notice, the name of a copyright holder shall not be used in
advertising or otherwise to promote the sale, use or other dealings in this Software without
prior written authorization of the copyright holder.
All trademarks and registered trademarks mentioned herein are the property of their
respective owners.

See http://site.icu-project.org/.

Introduction
msanova is an R package that provides a clear and comprehensive analysis of variance

for any balanced multi-stratum design. It also identifies when a design is unbalanced, and
allows you to generate the necessary arguments to produce an alternative REML linear
mixed model analysis using the ASReml-R package. msanova uses the tried and tested
ANOVA algorithm from the Genstat software system that was originally written at
Rothamsted, and which is the direct descendant of the original analysis-of-variance
algorithms of Fisher and Yates. For more information about the algorithm, see Payne &
Wilkinson (1976, Applied Statistics, 26, 251-260) or Payne & Tobias (1992,
Scandinavian Journal of Statistics, 19, 3-23).
This vignette is designed to introduce you to the functions, and give you the underlying
knowledge and confidence to use them correctly and effectively. It was originally written
to provide notes for a course, but it can be used equally well for self-learning. Programs
to run the examples can be accessed using the demo function. You can also use demo to
obtain solutions to the practicals. Alternatively, they can be accessed by the function
help (package=msanova)
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One-way analysis of variance

Suppose we have several sets of units, each of which has received a different treatment.
For example, they might be animals that have been fed different diets, or plots that have
been given different fertilisers, or subjects with different drugs, or plants with different
fungicides, or widgets that have been formed by different manufacturing methods, and
so on.
In this chapter, we assume that the units do not have any special structure ! for
example that the animals are all of the same breed, or that the plots are in a fairly uniform
field, or that the subjects are of similar ages, weights and heights, and so on. So we have
a set of observations for each treatment, and we want to know if they differ by more than
random variation.
In one-way analysis of variance, we assume that the observations have Normal
distributions, all with the same variance, and we want to check whether there is evidence
that the different sets have different means. In this chapter we show how you do this
using the msanova function. It is important also to check the assumptions of Normal
distributions and equal variances, and we show how to do this (using the aplot function)
in Chapter 4.
We shall use data in the data frame
Diet
Weight
Rat.rda, which contains data from an
experiment to study the effect of a dietary
a
81.5 80.7 80.3 79.8
supplement on the gain in weight of
animals. There were five different
b
81.6 81.9 80.4 80.4
treatments (representing different amounts
c
83.5 81.6 82.2 81.3
of the supplement) and twenty animals
were allocated at random, four to each
d
82.4 83.1 82.8 81.8
treatment.
e
83.2 82.8 82.1 82.1
We first read the data into R, and use the
plot function to plot them against the
diets in order, a ! e; see Figure 1.1 We
also load the msanova package, so that we are ready to use its functions later in the
chapter.
> library(msanova)
Loading required package: lattice
> data(Rat)
> library(msanova)
Loading required package: lattice
> data(Rat)
> xyplot(Rat$weight ~ Rat$diet, xlab="diet", ylab="weight",
+
scales = list(x = list(at = 1:5, labels = levels(Rat$diet))))
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Figure 1.1

The plot suggests that there that there may well be differences between the treatments.
There also seems to be an increasing trend in the weights as the diets from a to e. We
shall investigate this further in Section 1.5.

1.1

The msanova function: a first look

The model to be fitted in an msanova analysis is defined by formulae that are supplied
by the blockstructure and treatmentstructure arguments.
In Chapters 2 and 5 we describe how you use blockstructure to specify the
blocking structure of the design (and thus the random terms for the analysis). As
mentioned above, though, the units in a one-way anova do not have any special structure.
So we just need to specify the treatmentstructure argument; the blockstructure
argument can be omitted.
The left-hand side of the treatmentstructure formula gives the y-variate whose
values are to be analysed. The right-hand side specifies the treatment (or systematic, or
fixed) terms for the analysis. It can also include any covariates (see Section 3.6). Here we
have
treatmentstructure = weight ~ diet

So we have a single treatment term, representing differences between the five diets.
> Rat.a0 <- msanova(treatmentstructure = weight ~ diet, data = Rat)
> Rat.a0
Analysis of variance table
==========================

1 One-way analysis of variance
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Variate: weight
d.f.
s.s.
4 12.793
15 7.593

diet
Residual
Total

m.s. v.r. F pr.
3.198 6.319 0.0035
0.506

19 20.385

Information summary
===================
All terms orthogonal, none aliased.

Tables of means
===============
Variate: weight
Grand mean
diet

81.76
a
80.58

b
81.08

c
82.10

d
82.53

e
82.55

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

diet
4
15
0.503

Output is controlled by the printInfo argument. This specifies a character vector
(string) whose values select what is required. We have omitted this in the example, and
so we have the default output of the analysis-of-variance table and tables of means. Also,
it would include information about any large residuals (see Section 2.4), or nonorthogonality (see Section 6.1). The full possibilities are as follows:
"aovtable"
analysis-of-variance table;
"information"
information (if any) about nonorthogonal or
aliased terms, and any large residuals (see Sections
2.4, 4.5 and 6.1);
"covariates"
estimated covariate regression coefficients (see
Section 3.6);
"effects"
tables of estimated treatment effects;
"residuals"
tables of estimated residuals (see Section 2.4);
"contrasts"
estimated contrasts between treatment effects (see
Sections 1.5 and 3.2);
"means"
tables of predicted means for treatment terms;
"cbeffects"
estimated effects of treatment terms combining
information from all the strata in which each term
is estimated;
"cbmeans"
predicted means for treatment terms combining
information from all the strata in which each term
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is estimated (see Section 6.4);
estimated variances of the units in each stratum
(see Section 6.4);
"%cv"
coefficients of variation and standard errors of
individual units
"missingvalues"
estimates of missing values (see Section 5.3)
The standard errors (or other measures of variation) that are presented with the tables
of means are controlled by the pse argument. This is a character string that allows the
following possibilities:
"sed"
standard errors of differences between means;
"lsd"
least significant differences;
"ese"
effective standard errors of means.
If you set pse=NA, no standard errors or least significant differences are printed.
Effective standard errors are standard errors that can be used to calculate standard
errors for comparisons between means by the usual equation:
s.e.d. to compare means i and j = % { (e.s.e. for mean i)2 + (e.s.e. for mean j)2}
In this example, the means are uncorrelated and so the e.s.e.'s are the same as the standard
errors of the means (used for comparing a mean with zero), but this may not be the case
in a stratified design, nor if there are covariates.
The significance level for the least significant differences is specified, as a percentage,
by the lsdlevel, with a default of 5(%).
The philosophy with an analysis of variance is that you first look at the variance ratio
to assess whether there is any evidence of differences anywhere amongst the treatments;
if so, the s.e.d. or the l.s.d. provides the necessary yardstick for comparing pairs of means.
In published papers and reports, the analysis-of-variance table is usually omitted !
although you would report that differences have been reported between the treatments (if
they have!). Tables of means are presented, with their s.e's or s.e.d's.
It is important to realise that analysis of variance is fitting a linear model to your data.
In a one-way anova, it may seem natural to assume that the model contains a parameter
for the mean of each diet, a ! e, i.e.
yij = mi + åij
where
yij is the observed weight of the jth rat with diet i,
mi is the predicted mean for diet i, and
åij is the residual representing the random variation of that observation from its group
mean.
A more flexible version is
yij = ì + ai + åij
where
ì is the grand mean, and
ai is the effect of diet i.
So we are representing each mean mi by (ì + ai). The role of the diet line in the analysisof-variance table is thus to enable us to assess whether we need the effects {ai} in the
model. This interpretation becomes more important when we discuss factorial treatment
structures, in Chapter 3.
The print function can be used to display further output from the analysis. It has the
printInfo argument, described above, as well as the other print-related arguments
"stratumvariances"

1 One-way analysis of variance
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(uprint, cprint, pfactorial, pcontrasts, pdeviations, fprobability, pse,
twolevel and lsdlevel) described in Section 1.2.
> print (Rat.a0, printInfo="effects")
Tables of effects
=================
Variate: weight
diet effects,
diet

1.2

e.s.e. 0.356,
a
-1.19

b
-0.69

rep. 4
c
0.34

d
0.76

e
0.79

The msanova function: the full details

The full list of arguments for msanova is as follows.

treatmentstructure

blockstructure
data
contrasts

printInfo

uprint

cprint

a formula specifying the y-variate on the
left-hand side, and the treatment model (i.e. the
fixed terms) plus any covariates on the
right-hand side.
a formula to specify the block structure, and thus
the random terms.
a data.frame object.
a list of contrast matrices, each defining
contrasts amongst the levels of a factor in the
treatment model.
a character vector (string) choosing the output
from the analyses of the y-variates, adjusted for
any covariates ("aovtable",
"information", "covariates",
"effects", "residuals", "contrasts",
"means", "cbeffects", "cbmeans",
"stratumvariances", "%cv",
"missingvalues"); default "aovtable",
"information", "covariates", "means".
a character vector (string) choosing the output
from the unadjusted analyses of the y-variates
("aovtable", "information", "effects",
"residuals", "contrasts", "means",
"cbeffects", "cbmeans",
"stratumvariances", "%cv",
"missingvalues"); default NA i.e. no
printing.
a character vector (string) choosing the output
from the analyses of the covariates, if any
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ocontrasts
deviations

pfactorial

pcontrasts
pdeviations

fprobability
pse

twolevel

weights
orthogonal

seed

maxcycle

tolerances

nomessage
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("aovtable", "information", "effects",
"residuals", "contrasts", "means",
"%cv", "missingvalues"); default NA i.e. no
printing.
an integer specifying the limit on the number of
factors in a treatment term; default 3.
an integer specifying the limit on order of the
contrasts of a treatment term; default 4.
an integer specifying the limit on the number of
factors in a treatment term for the deviations
from its fitted contrasts to be retained in the
model; default 9.
an integer specifying the limit on the number of
factors in printed tables of means or effects;
default 9.
an integer specifying the limit on the order of
printed contrasts; default 9.
an integer specifying the limit on the number of
factors in a treatment term whose deviations
from the fitted contrasts are to be printed;
default 9.
logical controlling the printing of probabilities
for variance ratios; default TRUE.
a character string specifying the standard errors,
or other measures of variation, to be printed with
tables of means, pse=NA requests s.e.’s to be
omitted ("sed", "lsd", "ese"); default
"sed".
a character string specifying the representation
of effects in 2n experiments ("responses",
"Yates", "effects"); default "responses".
a numerical vector supplying weights for the
units; default NA i.e. all units with weight one.
a character string indicating whether or not
design is assumed to be orthogonal
("notassumed", "assumed",
"compulsory"); default "notassumed".
an integer setting the seed for the random
numbers to generate the dummy variate used for
determining the design; default 12345.
an integer defining the maximum number of
iterations for estimating missing values; default
20.
a numerical vector setting tolerances for zero in
various contexts; default NA i.e. appropriate zero
values assumed for the computer concerned.
a character string specifying which warning
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8

lsdlevel

rmethod

keep.order

updatemode

debugmode

workingdir

identifier

saveaov

messages to suppress ("nonorthogonal",
"residual"); default NA i.e. none.
a numerical specifying the significance level (%)
to use in the calculation of least significant
differences; default 5.
a character string specifying type of residuals to
form ("simple", "standardized" or
"combined"); default "simple".
a logical value indicating whether the terms
should keep their positions. If FALSE the terms
are reordered so that main effects come first,
followed by theinteractions, all second-order, all
third-order and so on. Effects of a given order
are kept in the order specified.
an integer, either 0 or 1. 1 is assigned to the
argument automatically when calling
update.msanova. By default, updatemode=0;
msanova has been run for the first time (i.e., it
is not called via update method).
If debugmode=TRUE, keep intermediate results
under the workingdir that was specified in
msanova; otherwise, delete them.
a character string specifying the path to the
folder where the output files are to be saved. If
the folder specified does not exist, a new folder
of that name is created;
workingdir=tempdir() by default.
a character string specifying a label of the
current msanova object. The default value is
generated from a random string using
RandomString.
a character string that can be used to specify the
name of a binary file, if you want to save details
of the analysis. This can be used to save
computing time, if you want to make future use
of an msanova object from a very large or timeconsuming analysis. Default NULL, i.e., do not
save the binary file..

msanova analyses balanced designs using the Genstat analysis-of-variance algorithm.

These include most of the commonly occurring experimental designs such as randomized
blocks, Latin squares, split plots and other orthogonal designs, as well as designs with
balanced confounding, like balanced lattices and balanced incomplete blocks. Many
partially balanced designs can also be handled, so a very wide range of designs can be
analysed. The necessary condition of first-order balance is explained algorithmically by
Wilkinson (1970, Biometrika, 57, 19-46) and Payne & Wilkinson (1976, Applied
Statistics, 26, 251-260), and mathematically by James & Wilkinson (1971, Biometrika,

1.2 The msanova function: the full details

9

58, 279-294) and Payne & Tobias (1992, Scandinavian Journal of Statistics, 19, 3-23).
However, msanova can itself detect whether or not a design can be analysed, so if you
are not sure whether or not a particular design is analysable, you can run it through
msanova and examine the exitcode argument.
The left-hand side of the treatmentstructure formula gives the y-variate whose
values are to be analysed. The right-hand side specifies the treatment (or systematic, or
fixed) terms for the analysis, and any covariates. Contrasts can be fitted by putting a
function of a factor into the treatment formula, instead of the factor itself, as described
later in this section, and illustrated in Sections 1.5 and 3.2.
The treatment terms to be included in the model are controlled by the factorial
argument; this sets a limit (by default 3) on the number of factors in each treatment term:
terms containing more than that number are omitted.
The blockstructure formula defines the "underlying structure" of the design or,
equivalently, the random (i.e. error) terms for the analysis. This can be omitted in the
simple cases where there is only a single error term, like the one-way analyses of variance
in this chapter. Chapter 2 shows how to use blockstructure to analyse randomized
block design, and there are some more complicated designs in Chapter 5.
The printInfo argument, which selects the components of output to display, is
described in Section 1.4.
In an analysis of covariance, you can also print output from the analyses of the
covariates, and from the analysis of the y-variate ignoring the covariates. This is
controlled by arguments cprint and uprint respectively. These are similar to the
printInfo argument. However, uprint omits the setting "covariates", and cprint
omits "covariates", "cbmeans" and "cbmeffects". Their defaults are to print
nothing.
A table of means is produced by default for each term in the treatment model. By using
the pfactorial argument you can exclude tables for terms containing more than a
specified number of factors; msanova does not allow tables to have more than nine
factors, so the default value of nine gives all the available tables. pfactorial also
applies to tables of effects.
The pse argument, which controls the standard errors printed with the tables of means,
is described in Section 1.4. The significance level to use in the calculation of the least
significant differences can be changed from the default of 5% using the lsdlevel
argument.
When a factor has only two levels, msanova usually prints the difference between the
two main effects instead of the effects themselves. This difference is called a response.
For interaction terms whose factors all have only two levels, there are two forms of
response. The choice between them is controlled by the twolevel argument. If you
leave the default, twolevel="responses", then msanova calculates the response for
an interaction between two factors as the difference between the two main-effect
responses, and so on; this is the form described in most textbooks. By putting
twolevel="Yates", you can obtain the form defined by Yates (1937, The Design and
Analysis of Factorial Experiments, Technical Communication No. 35 of the
Commonwealth Bureau of Soils) in which the responses all have equal standard errors.
Alternatively, you can put twolevel="effects" if you prefer not to have responses,
but to have the effects themselves, as for factors with more than two levels.
The warnings about any large residuals printed in the information summary can be
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suppressed by setting the nomessages argument to "residuals". The other setting,
nonorthogonality, suppresses the warning produced when there is non-orthogonality
between treatment terms or covariates.
You can fit contrasts between treatment effects by putting a function of a factor into
the treatment formula in the treatmentstructure argument, instead of the factor
itself.
The POL function defines polynomial contrasts across the levels of a factor. For
example
POL(nitrogen, 2)

defines linear and quadratic contrasts over the levels of the factor nitrogen. The first
argument of POL the function specifies the factor and the second defines the order of the
contrasts, ranging from 1 for linear, to 4 for quartic. You can use the contrasts
argument to define the numerical values to be used for the levels of the factor. For
example,
contrasts = list(nitrogen = xMat)

indicates that the values are in the matrix xMat. Alternatively, the numerical values can
be assigned to the factor of the data.frame object, as an attribute,
before calling msanova. For example,
attr(Oats$nitrogen, "contrasts") <- xMat

If neither of these is done, the integers one up to the number of levels of the factor are
used. The remaining effects of the factor, that are not described by the contrasts, are
included in the analysis of variance in a line labelled Deviations. There are examples
of POL in Sections 1.5 and 3.2.
The REG function allows you to define your own regression contrasts. The first two
arguments of the function again specify the factor and the order of contrasts to be fitted,
ranging from one up to the number of levels of the factor minus one. For REG the
contrasts argument must be set to specify a matrix with a column for each contrast,
containing the x-values to be used to fit it. For example,
contrasts = list(nitrogen = xMat, site = NorthandEast))

to specify a matrix of Northerly and Easterly coordinates for a set of sites (as well as the
values for the factor nitrogen). Regression contrasts are mean adjusted, and
orthogonalized so that each one represents the effect of adding the contrast concerned to
a model containing all the earlier contrasts. Again the remaining effects of the factor, that
are not described by the contrasts, are included in the analysis of variance in a line
labelled Deviations.
The COMP function allows comparisons to be calculated between levels of the factor.
Its use is similar to those of REG. However, the x-values are not orthogonalized, and the
comparisons are calculated simply by forming the matrix product of the contrast matrix
with the vector of estimated effects for the factor. There are now no deviations, as we are
just making independent assessments of a list of comparisons. There is an example of
COMP in Section 3.2.
msanova fits contrasts not only on the main effects of the factor, but also on any
interaction involving the factor. Thus, in the model
POL(nitrogen, 2) * variety
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fitted in Section 3.2, the interaction nitrogen:variety will also be partitioned into
terms that assess the interactions between the contrasts and variety. You can use the
functions POLND and REGND instead of POL and REG if you do not want to fit interactions
with the Deviations.
The ocontrasts argument places a limit on the order of contrast to be fitted. For a
term involving a single factor, the orders of the successive contrasts run from one
upwards, with the Deviations term (if any) numbered highest. In interactions between
contrasts, the order is the sum of the orders of= the component parts. The default value
for ocontrasts is 4. The pcontrasts argument similarly sets a limit on the order of
the contrasts that are printed; its default value is 9.
If your design has few or no degrees of freedom for the residual, you may wish to
regard the deviations from some of the fitted contrasts as error components, and assign
them to the residual of the stratum where they occur. You can do this with the
deviations argument; its value sets a limit on the number of factors in the terms whose
deviations are to be retained in the model. For example, by putting deviations=1, the
deviations from the contrasts fitted to all terms except main effects will be assigned to
error. The pdeviations argument similarly controls the printing of deviations: to put
pdeviations=0, for example, would ensure that no deviations are printed. When
deviations have been assigned to error, they will not be included in the calculation of
tables of means, which will then be labelled "smoothed". However the associated
standard errors of the means are not adjusted for the smoothing.
The weight argument allows you to specify a weight for each unit, to define a
weighted analysis of variance. You might want to do this if, for example, different parts
of the experiment have different variability; each weight would then be proportional to
the reciprocal of the expected variance for the corresponding unit. However unless the
weights are fairly systematic, for example to give proportional weighted replication, the
design is unlikely to be balanced.
Before msanova does any calculations with the response variate, it does an initial
investigation known as the dummy analysis to acquire all the information that it needs for
the analysis. It has a simplified version of the dummy analysis that you can use to save
computing time if all the model terms are orthogonal and if, for every term, all the
combinations of its factors were applied to the same number of units. A check is
incorporated which will detect non-orthogonality except in particularly complicated
designs where terms are aliased. If you set argument orthogonal="assumed",
msanova does the simple version unless non-orthogonality is detected; it then gives a
warning message and then switches to the full version. The simplified version is done
also if you set orthogonal="compulsory", but non-orthogonality now causes the
analysis to stop altogether, with an error message; this is useful for checking for typing
errors in the factor values when you know that the design should otherwise be orthogonal.
The dummy analysis involves the analysis of a specially generated variate which contains
random numbers from a Cauchy distribution. The starting value for their generation is set
by the seed argument. The tolerances argument controls numerical aspects of analysis.
Its setting is a numerical vector with up to four values: the first is used to calculate the
tolerance for the analysis of the y-variates (default 10!7), the second is for the tolerance
used in the dummy analysis (default 10!9), the third is for the estimation of missing
values (default 10!5) and the fourth is for the estimation of stratum variances.
The maxcycle argument sets a limit on the number of iterations for estimating missing
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values.

msanova saves an exitcode summarizing the properties of the design:

0
1

2
3
4
NA

1.3

design orthogonal;
design has general balance (blocks terms mutually
orthogonal, treatment terms mutually orthogonal,
some treatment terms non-orthogonal to the block
terms);
blocks terms mutually orthogonal, treatment terms
non-orthogonal;
block terms non-orthogonal, treatment terms
orthogonal;
block terms non-orthogonal, treatment terms
non-orthogonal;
a fault has occurred e.g. design unbalanced.

The agraph function

You can plot the tables of means with the agraph function, a shown below.
> agraph(Rat.a0)

The first argument, x, is an
object of class msanova. Here
this is the object Rat.a0, which
was formed when msanova was
used at the end of Section 1.1,
above. For this very simple
example, there is no need to
give any other arguments. There
is only one table of means (so
agraph
selects it
automatically), and we have
kept the default choices for the
style of plot and the inclusion of
standard errors. These defaults
plot the means as points, and
give a bar to show the s.e.d.
(the standard error of
differences between pairs of
means). The plot is shown in
Figure 1.2.

Figure 1.2
The full list of arguments is as follows.
x
method

an object of class msanova.
a character string to choose the type of plot. The

1.3 The agraph function

pse

dfspline
xfactor
groups

trellisgroups

debugmode

add.text
add.legend
legend.space

legend.ncol

...
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choices are "means", "lines" and
"splines"; default "means".
a character string to choose a measure of
variation ("sed", "ese", "lsd"); default
"sed".
a numerical specifying the number of degrees of
freedom to use when method="splines".
a character string to specify the factor providing
the x-values for each plot; default NULL.
a character string (or vector) to specify a factor
(or factors) identifying the different lines from a
multi-way table; default NULL.
a character string (or vector) to specify a factor
or factors determining the different plots of a
trellis plot of a multi-way table; default NULL.
If debugmode=TRUE, keep intermediate results
under workingdir that was specified in
msanova; otherwise, delete them.
a logical value to specify whether a text label is
added to the graph for each level of groups.
a logical value to specify whether a legend is
added to the graph.
a character string to choose one of the four sides,
which can be one of "top", "bottom",
"left" and "right". If missing,
legend.space = "top".
an integer to specify a number of columns,
possibly divided into blocks, each containing
some rows. If missing, use the default setting.
other arguments to be passed to xyplot.

When there are more treatment terms (as in Chapter 3), the xfactor, groups and
trellisgroups arguments allow you to select which table to plot, and how to use its
factors. The levels of the xfactor are along the x-axis. With a multi-way table, there
will be a plot of means against the xfactor levels for every combination of levels of the
factors specified by the groups and trellisgroups arguments. The groups argument
specifies factors whose levels are to be included in a single window of the graph.
If these are not set, and the treatment model contains only main effects, it plots the
means for the first factor in the model. Otherwise it looks for the first treatment term
involving two factors; it then plots the means with one of these factors as the x-axis, and
the second as a grouping factor with levels identified by different plotting colours and
symbols.
Usually, each mean is represented by a point. However, the method argument can be
set to "lines" to draw lines between the points, or "splines" to plot the points
together with a smooth spline to show the trend over each group of points. The
dfspline argument specifies the degrees of freedom for the splines; if this is not set,
the desired equivalent number of degrees of freedom (trace of the smoother matrix) is
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used (See smooth.spline for details).
The pse argument specifies the type of error bar to be plotted with the means, in the
same way as the pse argument of msanova.

1.4

Practical

File Octane.rda contains data from an experiment to study the effect of different
additives on the octane level of gasoline (P.W.M. John, Statistical Design and Analysis
of Experiments, page 46). There were 5 types of gasoline (A-E), and 4 observations on
each. Use msanova to assess whether there are differences in octane level between the
gasolines.

1.5

Polynomial contrasts

Now suppose the treatments represent amounts 0, 1, 2, 3 and 4 of the supplement. We
might now be interested to see how linear the relationship is. To fit polynomial contrasts
over the diets, we can use the formula function POL(), described in Section 1.2. The first
argument is the factor, diet. The second argument specifies the order of polynomial:
1 for linear, 2 for quadratic, 3 for cubic or 4 for quartic. You can set the third argument
to a matrix containing numerical values for the levels of the factor. This can be omitted
if those defined with the factor are correct. Here those levels are 1, 2 ... 5, So we define
a vector dmat, containing 0, 1 ... 4. The treatmentstructure becomes
weight ~ POL(diet,2)

and we specify the x-values for the polynomial, by setting the contrasts argument
contrasts = list(diet = dmat))

(Notice that we can modify the previous analysis by updating the msanova object,
Rat.a0, that was saved in the example at the end of Section 1.1 above.)
> dmat <- 0:4
> Rat.a1 <- update(Rat.a0,
+
treatmentstructure = weight ~ POL(diet,2),
+
contrasts = list(diet = dmat),
+
printInfo=c("aovtable","contrasts"))
> print(Rat.a1, printInfo=c("aovtable", "contrasts"))
Analysis of variance table
==========================
Variate: weight
diet
Lin
Quad
Deviations
Residual

d.f.
s.s.
m.s.
v.r. F pr.
4 12.793 3.198 6.319 0.0035
1 11.664 11.664 23.044 0.0002
1 0.686 0.686 1.356 0.2624
2 0.443 0.221 0.437 0.6538
15 7.593 0.506

Total

19 20.385

Tables of contrasts
===================
Variate: weight

1.9 The apolynomial function
diet contrasts
-------------Lin
Quad

0.54,

s.e. 0.112,

-0.111,

Deviations,
diet

s.e. 0.0951,

ss.div. 40.0

e.s.e. 0.356,
a
0.11

b
-0.26

ss.div. 56.0
ss.div. 4.00
c
0.11

d
0.11

e
-0.07

In the analysis of variance, the sum of squares for diet is partitioned into the amount
that can be explained by a linear relationship of the yields with amount of supplement
(the line marked Lin), the extra amount that can be explained if the relationship is
quadratic (the line Quad), and the amount represented by deviations from a quadratic
polynomial. A cubic term would be labelled as Cub, and a quartic as Quart. You are not
allowed to fit more than fourth-order polynomials.
The analysis shows that there is a strong linear effect, but no evidence of any curvature
(as assessed by the quadratic contrast).
To fit polynomial contrasts, msanova calculates orthogonal polynomials and does a
multiple regression of the effects of factor using the polynomials as x-variates. The table
of contrasts presents the estimated regression coefficients, with their standard errors. The
ss.div. values are analogous to replication in an ordinary table of means or effects.
They are the divisors used in the regression calculations to estimate the contrasts. They
are useful mainly when there is a table of contrasts with a range of s.e.'s: the contrasts
with the smallest values of the ss.div. are those with the largest s.e., and vice versa.

1.6

The apolynomial function

To obtain the equation of the polynomial itself, you can use the apolynomial function.
The arguments are
x
terms
printInfo

debugmode

an S3 object of class msanova.
a one-sided formula specifying terms in
treatment model.
a character string to control whether to print the
equation of the polynomial (either NA or
"equation"; default "equation".
if debugmode=TRUE keep intermediate results
under workingdir that was specified in
msanova; otherwise, delete them. Default
FALSE.

The terms argument specifies the treatment terms whose equations are required. Each
term must contain no more than one factor with a polynomial function, and no factors
with regression or comparison functions; otherwise it is ignored. If terms is not set,
apolynomial takes the full treatment model.
apolynomial usually prints the equation, but you can set argument printInfo=NA
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to suppress this.
The coefficients of the equations are saved in a list object which contains a entry for
each term. These are given suffixes 0 upwards, corresponding to the powers of the factor
in each polynomial.
In the example we do not need to set terms. (We want to obtain the equations for our
only treatment term, diet.) So we just need to set the argument x.

> apolynomial(Rat.a1, terms=~diet)
Equation of the polynomial for diet
----------------------------------80.46

1.7

+ 0.98

* diet

- 0.11

* diet**2

The adpolynomial function

You can plot the polynomial with the apolynomial function. The arguments are
x
xfactor
groups

trellisgroups

contrasts.xfactor

debugmode

add.legend
legend.space

legend.ncol

...

an object of class msanova.
a character string to specify a factor over which
the polynomial contrasts have been formed.
a character string to specify factor(s) for which
different polynomial coefficients should be
plotted in the same graph.
a character string to specify factor(s) for which
different polynomial coefficients should be
plotted in a trellis plot.
a vector to specify the polynomial contrasts for
xfactor, which will be used as x-axes values. If
NULL (by default), these values will be generated
from number of levels in xfactor.
If debugmode=TRUE, keep intermediate results
under workingdir that was specified in
msanova; otherwise, delete them.
a logical value to specify whether a legend is
added to the graph. Default TRUE.
a character string to specify one of the four
sides, which can be one of "top", "bottom",
"left" and "right". If missing,
legend.space = "top".
an integer to specify a number of columns,
possibly divided into blocks, each containing
some rows. If missing, use the default setting.
other arguments to be passed to xyplot.

1.8 Practical
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The xfactor argument
specifies the factor over whose
effects the polynomial contrasts
have been fitted. If the analysis
contains interactions between
the xfactor and other factors,
you can plot the polynomials for
all the combinations of levels of
these other factors by setting the
groups and trellisgroups
argument. If only groups is
specified, all the polynomials
are plotted in a single graph.
Alternatively, you can set the
trellisgroups argument to
one or more of the factors to
produce a trellis plot; there is
then a graph for each of the
combination of levels of the
trellis factors (and each of these
Figure 1.3
graphs plots the polynomials for
every level of the group factors, at the relevant levels of the trellis factors).
The graph in Figure 1.3 was produced by the command.
adpolynomial(Rat.a1, xfactor = "diet")

1.8

Practical

Suppose that gasolines A-E contain 0, 1, 2, 3 and 4 cc/gallon of additive, respectively
(but are otherwise identical). Estimate the linear and quadratic effects of the additive, and
plot the response.

1.9

The amcomparison function

Multiple-comparison tests are designed to take account of the fact that there may be many
possible comparisons between pairs of treatment means in an analysis of variance (with
t treatments there are t × (t!1) / 2). So, some researchers feel that their significance levels
should be adjusted to take account of all the tests that they might make ! and this can be
achieved by use of a multiple-comparison test. Conversely, it has been pointed out that
multiple-comparisons are unnecessary if you have only a small number of comparisons
to make ! either because there are few treatments, or because you should have identified
beforehand the comparisons that you feel are likely to be of interest. Also, they are
inappropriate if the treatments have any sort of structure. For example, the levels of a
treatment factor may represent different amounts of a substance like a fertiliser or a drug.
It would then be more sensible to assess the treatment effect over all its levels by fitting
some sort of trend (like the polynomial contrasts that we fitted in Section 1.8), and
illogical to assume that only some of the amounts might have an effect.
However, the amcomparison function is available if you do need to use multiple-
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comparison tests. It provides all the standard tests, ranging from Fisher's LSD tests
(which simply compare the means using their least significant differences) to e.g.
Duncan's, Scheffe's and Tukey's tests. The methodology implemented in the function
closely follows that described in Chapter 5 of Hsu (1996) Multiple Comparisons Theory
and Methods.
amcomparison has the following arguments.
x
terms
printInfo

plot
method

factorial
direction

probability
studentize

keep.order

debugmode

main
xlab
ylab

...

an S3 object of class msanova.
a one side formula to specify terms in treatment
structure.
a character string (vector) to control printed
output ("comparisons", "critical",
"description", "lines", "letters",
"plot"); default "letters".
a logical. If TRUE (default), a mean-mean plot is
drawn.
a character string to specify the test to be
performed ("tukey", "snk", "regwmr",
"duncan", "scheffe", "fplsd", "fulsd",
"bonferroni", "sidak"); default "fplsd".
an integer. Limit on the number of factors in
each term; default 3.
a character string to specify whether means are
sorted in "ascending" order or
"descending" order; default "ascending".
a numerical (between 0 and 1) to specify the
required significance level; default 0.05.
a logical. Whether to use the alternative LSD
test where the Studentized Range statistic is
used instead of Student’s t; default FALSE.
a logical value indicating whether the terms
should keep their positions. If FALSE the terms
are reordered so that main effects come first,
followed by the interactions, all second-order, all
third-order and so on. Effects of a given order
are kept in the order specified.
If debugmode=TRUE, keep intermediate results
under workingdir that was specified in
msanova; otherwise, delete them.
a main title for the plot.
a label for the x axis; default xlab="".
a label for the y axis; default ylab="".
other arguments to be passed to par.

The terms argument specifies a model formula to define the treatment terms whose
means are to be compared. The formula starts with a ~. The factorial argument sets
a limit on the number of factors in each term (default 3).
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Printed output is controlled by the printInfo argument, with settings:
"comparisons"
prints the differences between the pair of means,
upper and lower confidence limits for the
differences, t-statistics and an indication of
whether or not they are significant;
"critical"
gives critical values for the t-statistic for situations
where these do not vary amongst the comparisons
(i.e. for the Scheffe, Bonferroni and Sidak
methods, as well as the Fisher LSD methods
provided all the comparisons have the same
number of residual degrees of freedom);
"description"
provides a description including information such
as the experiment-wise and compartment-wise
error rates;
"lines"
gives the means, with lines joining those that do
not differ significantly;
"letters"
gives the means, with identical letters (a, b etc.)
alongside those that do not differ significantly.
By default, printInfo="letters".
The means are usually sorted into ascending order, but you can set the argument
direction="descending" for descending order, or direction=NA to leave them
in their original order. Note, though, that the lines joining means with non-significant
differences may then be broken.
If the standard errors for the differences between the means are unequal (as will
happen, for example, if the means have unequal replication), the memberships of the
groups defined by the lines or letters may be inconsistent. Suppose, for example, you
have ordered means A, B and C. If the s.e.d. for A vs. C is large compared to those for
A vs. B and B vs C, you might find that there is no significant difference between A and
C, but there are significant differences between A and B, and between B and C. So
treatments A and B and treatments B and C would be in different groups. However,
treatments A and C (which are further apart) would be in the same group. This
contradicts the idea behind multiple comparisons, where you expect that if two means are
in the same group, than any mean between them should be in that group too. If
amcomparison finds inconsistencies like this, it gives a diagnostic and suppresses the
printing of lines and letters (but not the other types of output).
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If you set the argument
plot=TRUE,
then
a m c o m p arison does a

mean-mean scatter plot. This
plot allows you to assess the
confidence region for the
difference between each pair of
means visually. It has grid lines
from both the x- and y-axis at
the position of each mean, and a
diagonal line at 45 degrees
marking y=x. The confidence
interval for each pair of means
is plotted as a line at an angle of
-45 degrees and centred on the
intersection above the line y=x
of the grid lines for the two
means (so the y grid line is for
the larger of the two means, and
the x grid line is for the smaller
Figure 1.4
mean). The difference between
the means is significant if their confidence line does not intersect the line y=x. For more
details, see Hsu (1996) pages 151-153.
The type of test to be performed is specified by the method argument, with settings
"tukey", "snk" (Student-Newman-Keuls), "regwmr" (Ryan/Einot-Gabriel/Welsch
multiple range test), "duncan", "scheffe", "fplsd" (Fisher’s Protected Least
Significant Difference), "fulsd" (Fisher’s Unprotected Least Significant Difference),
"bonferroni" and "sidak".
The probability argument allows the experiment-wise significance level for the
intervals to be changed from the default 0.05
(e.g. to 0.01).
The studentize argument can specify that the Fisher’s protected or unprotected
LSD tests should use the Studentized Range statistic rather than Student’s t (for further
information see Hsu 1996, page 139).
The example below prints a Bonferroni test for the diet effects, represented by letters,
and displays the mean-mean scatter plot (Figure 1.4). These both indicate that the only
significant differences are between diets a and d, and a and e.

> amcomparison(Rat.a0, terms=~diet)
Bonferroni test
===============
diet
---Comparison-wise error rate = 0.0050

1.10 Practical
a
b
c
d
e

Mean
80.58
81.08
82.10
82.53
82.55
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a
ab
ab
b
b

1.10 Practical
Do a Bonferroni multiple-comparison test to compare the types of gasoline in Practical
1.4.

1.11 The aconfidence function
The confidence function calculates a set of simultaneous confidence intervals i.e.
intervals whose formation takes account of the number of intervals formed and the fact
that the intervals are (slightly) correlated because of the use of a common variance. See
Hsu (1996, Multiple Comparisons Theory and Methods) and Bechhofer, Santner &
Goldsman (1995, Design and Analysis of Experiments for Statistical Selection,
Screening, and Multiple Comparisons). The methodology implemented in the procedure
closely follows that described in Section 1.3 of Hsu (1996).
aconfidence has the following arguments.
x
terms
printInfo

method

factorial
direction

probability
debugmode

an S3 object of class msanova.
a one side formula to specify terms for which
means and confidence intervals are required.
a character string (vector) to control printed
output ("comparisons", "critical",
"description", "lines", "letters",
"plot"); default "letters".
a character string to specify the type of interval
("individual", "smm", "product",
"bonferroni", "scheffe"); default "smm".
an integer. Limit on the number of factors in
each term; default 3.
a character string to specify whether means are
sorted in "ascending" order or
"descending" order; default "ascending".
a numerical (between 0 and 1) to specify the
required significance level; default 0.05.
If debugmode=TRUE, keep intermediate results
under workingdir that was specified in
msanova; otherwise, delete them.

Its value is a data frame object consisting of means, lower and upper confidence limits.
The type of interval to be formed is specified by the method argument, with settings
"individual", "smm" (studentized maximum modulus), "product" (inequality),
"Bonferroni" and "Scheffe". The "individual" setting calculates the intervals
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as if they were independent, each with the input probability. The"smm" setting calculates
the intervals as correlated, each with a probability adjusted for the multiplicity of
intervals. The two settings "product" and "Bonferroni" calculate the intervals as
independent, but with a probability adjusted for the multiplicity of intervals. These
produce very similar intervals although the Bonferroni intervals are always slightly larger.
The final setting, "Scheffe", calculates the intervals using privoted F statistics; see Hsu
(1996, Section 1.3.7). The default setting is "smm", because it produces exact
simultaneous confidence intervals.
The terms argument specifies a model formula to define the treatment terms whose
means and confidence intervals are required. The means (and the necessary associated
information) are taken from the analysis of variance (performed by msanova). As in
msanova, the factorial argument sets a limit on the number of factors in each term
(default 3). Note: intervals cannot be formed for means whose effects are estimated in
different strata.
The probability argument specifies the significance level for the intervals. The
default is 0.05 (i.e. 5\%).
You can set argument printInfo=NA to suppress smart printing of the intervals. The
default is printInfo="intervals".
The example below forms exact simultaneous confidence intervals for the diet effects.
These confirm again that the only significant differences are between diets a and d, and
a and e.
> aconfidence(Rat.a0, terms=~diet)
Studentized Maximum Modulus 95.0% confidence intervals
-----------------------------------------------------Equal number of observations per mean. (Input as scalar.)
MEAN, LOWER, UPPER are tables.
diet
a
b
c
d
e

Mean

Lower

Upper

80.58
81.08
82.10
82.53
82.55

79.43
79.93
80.95
81.38
81.40

81.72
82.22
83.25
83.67
83.70

1.12 Practical
Form exact confidence the types of gasoline in Practical 1.4.

2

Blocking structures

The blocking structure of an experiment is used to describe the underlying structure of
the "experimental units", which are the smallest items on which the experiment is done.
For example, the experimental units might be the subjects in a medical experiment, the
plots of a field experiment, or the individual plants in a glasshouse experiment.

2.1

Completely randomized designs

In the simplest case, as in Chapter 1, no formal structure is imposed on the units and
treatments are just allocated to units at random (we will look later at how this is done in
practice). This is called a completely randomized design.
One of the assumptions behind a completely randomized design is that the set of units
to which the treatments are applied are effectively identical. For example:
• in a field experiment, that there are no systematic differences in the underlying
fertility, drainage etc. of the plots;
• in a glasshouse, it assumes that the light and temperature are the same for each row
of pots;
• in a factory, that the workforce behaves in essentially the same way at different
times of day, days of the week and so on;
• in educational studies, that children in different schools are approximately the
same, or students studying different subjects at Universities, or in different year
groups etc.
Many of the designs that people use in practice are of this type. However, as we shall see,
we can often obtain substantial improvements in precision and efficiency by studying the
structure of the experimental units, and defining the block structure accordingly.

2.2

Randomized block designs

The are some situations where it is obvious that the units are non-uniform, For example,
if a field experiment is laid out on a slope, plots at the top of the slope may be "better"
than plots at the bottom. Similarly, in a medical experiment, the heavier patients may
have higher blood pressures than the lighter ones. Several problems can then arise.
1.
The random allocation of treatments to units may not seem "fair". For example, all
the replicates of treatment A may be allocated to "good" units whilst all replicates
of treatment B might be allocated to "bad" units. If there was no difference between
A and B, this allocation could lead to treatment A appearing to be much better than
treatment B.
2.
These differences between the units will increase the residual sum of squares, and
hence the estimate of the random variability (the variance ó2). This means that the
treatment differences must be larger to give a significant F-test and standard errors
of differences between treatments will be larger, i.e. the experiment will give less
precise results.
When you know that there are differences between units, you can avoid bias and improve
precision by grouping (or blocking) the units into homogenous groups i.e. groups of units
that are effectively identical. The simplest situation is the complete randomized-block
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design. Here
• there is a single grouping factor, usually known as blocks;
• each block has the same number of units, usually one for each treatment;
• within each block, the treatments are allocated randomly to the units.
Consider the field experiment described above. Suppose this experiment is designed to
test the effect of four treatments A, B, C and D on the yield of winter wheat. The
experiment is laid out in three rows along the side of a hill.
8
Block 1

D
4.6

A
7.3

C
5.5

B
6.3

U
P

Block 2

A
6.6

C
5.4

D
4.1

B
5.9

H
I

Block 3

B
5.6

D
3.5

C
4.9

A
6.0

L
L

The treatment occurs exactly once in each block. So, provided the units within each block
genuinely are similar, the allocation of treatments to units will be fair overall. Here the
need for blocking seems clear: the yields from plots at the top of the slope can reasonably
be expected to be larger than the yields from plots at the bottom of the slope.
Other situations may require more thought, while others may be more under your own
control. For example you might decide to run an industrial experiment on several days,
and use blocking to remove any systematic differences between days. You do not need
to know exactly what these differences might be (temperature? humidity? motivation of
the workforce?), merely that they are likely to occur ! and be greater than those that
occur within a day. As we shall see later, the analysis will show whether you have
selected the criteria for blocking successfully.
The easiest situation is when the grouping is an innate characteristic of the
experimental units. The file Ratlitters.rda contains data from another rat-feeding
experiment (John & Quenouille, 1977, Experiments Design and Analysis, page 32),
shown in the table below. This has eight litters, each with five rats. Rats from the same
litter can reasonably be assumed to be more similar than rats from different litters. So the
experiment was set up with litters acting as blocks i.e. the five diets (A-E) were allocated
at random to the five rats within each litter.

2.2 Randomized block designs
Rat

1

2

3
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4

5

Litter

Diet

Gain

Diet

Gain

Diet

Gain

Diet

Gain

Diet

Gain

1

E

76.0

C

70.7

D

68.3

A

57.0

B

64.8

2

A

55.0

D

67.1

B

66.6

C

59.4

E

74.5

3

C

64.5

A

62.1

D

69.1

E

76.5

B

69.5

4

D

72.7

B

61.1

A

74.5

C

74.0

E

86.6

5

A

86.7

E

94.7

B

91.8

D

90.6

C

78.5

6

B

51.8

C

55.8

E

43.2

A

42.0

D

44.3

7

D

53.8

A

71.9

C

63.0

B

69.2

E

61.1

8

E

54.4

D

40.9

B

48.6

C

48.1

A

51.5

The advantage of the blocking can be demonstrated by comparing the analysis taking
blocks into account, with the analysis ignoring blocks. First we analyse the experiment
ignoring blocks, and analyse the data as if the experiment were completely randomized.
The analysis then becomes a simple one-way analysis of variance, like that in Section 1.1.
> library(msanova)
Loading required package: lattice
> data(Ratlitters)
> Ratlitters.a0 <- msanova(treatmentstructure = Gain ~ Diet,
+
printInfo=c("aovtable", "means"),
+
data=Ratlitters)
Analysis of variance table
==========================
Variate: Gain
d.f.
s.s.
4 347.00
35 7237.00

Diet
Residual
Total

m.s. v.r. F pr.
86.72 0.419 0.793
206.78

39 7584.00

Tables of means
===============
Variate: Gain
Grand mean
Diet

65.3
A
62.6

B
65.4

C
64.2

Standard errors of differences of means
--------------------------------------Table
rep.

Diet
8

D
63.3

E
70.9
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d.f.
s.e.d.

35
7.19

To analyse the design as a randomized-block, we need to set the blockstructure
argument in msanova
blockstructure=~Litter/Rat

The / operator indicates that the design has a nested structure, with rats nested within
litters. The formula expands to provide two model terms: Litter representing the
variation between the complete litters of rats, and Litter:Rat representing the variation
of the rats within the litters. (See Section 3.4, if you are unsure about how to use formulae
and their operators.) Each of these terms generates a stratum in the analysis of variance,
as shown below.
> Ratlitters.a1 <- update(Ratlitters.a0, blockstructure=~Litter/Rat)
> print(Ratlitters.a1, printInfo=c("aovtable", "means"))
Analysis of variance table
==========================
Variate: Gain
d.f.
s.s.
7 6099.0

Litter stratum
Litter:Rat stratum
Diet
Residual

4 347.0
28 1138.0

Total

39 7584.0

m.s.
v.r. F pr.
871.4 21.444
86.7
40.6

2.134 0.103

Tables of means
===============
Variate: Gain
Grand mean
Diet

65.3
A
62.6

B
65.4

C
64.2

D
63.3

E
70.9

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

Diet
8
28
3.19

The analysis of variance now has an additional line "Litter stratum" that contains
the variation between the complete litters of rats. Diets are estimated in the Litter:Rat
stratum, which represents the variation within litters. The between-litter sum of squares
(6099.47) has been subtracted from the original residual sum of squares. So the residual
sum of squares is now 7237.2 !6099.47 = 1137.73. As a result, the residual mean square
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has decreased from 206.8 to 40.63, and the standard error for differences between the diet
means has decreased from 7.19 to 3.19. This increase in precision means that we have
a better chance of detecting differences between the diets, In fact, as you can see, the
probability for the variance ratio of diet has decreased from 0.794 to 0.103 (still not
significant, but getting closer!). You can see that the precision has improved from the fact
that the variance ratio for the Litter stratum is greater than one ! this indicates that the
degrees of freedom that we have taken out of the original residual have more variability
than those that are left.
Each litter contained exactly one rat with each diet, so it is clear that there can be no
information about the diets in the differences between the litters. The effect of including
litters in the design and analysis is simply to estimate and remove some of the random
variation.
Informally, blocking can be seen as a sort of insurance against large variation between
groups of units which could increase your estimate of background variability, making it
harder to detect treatment differences. In general, you don't have to know for certain that
differences between groups will exist before you use blocks. If you suspect that certain
groups of units may differ from each other, you should use those groups as a blocking
factor. If the differences do appear, your estimated treatment effects will be more precise
than if you had not used the blocks; if they don't, then generally you will be no worse off.
Blocks most commonly correspond to position: units situated together will be subject to
the same conditions and are therefore put into the same blocks.
You should also use your blocks to guard against differences introduced by the
experimental procedure or husbandry of a field experiment. For example, you should
make sure that the harvesting of a field experiment is done by blocks so that any
differences due to harvesting time (or different machines) are accounted for by
differences between blocks. Similarly, if subjective data (e.g disease scores) are to be
collected by several observers, you should make sure that each observer collects data
from a whole block so that differences between observers are accounted for by
differences between blocks.
You will be at a disadvantage from using blocking only if you have got the blocks
wrong, so that units within blocks are dissimilar. For example, if the field experiment
discussed above had used blocks running down the hill rather than across the hill, units
within blocks could not be considered identical. For this reason, care should be taken
when forming blocks. If no obvious groups of similar units exist, a completely
randomized design may be the best solution.
To generate a randomized-block design, you must first decide how many treatments
are to be used in the experiment and then how many blocks, or replicates, are to be used
for each treatment. Sometimes the size of your blocks may restrict the number of
treatments you can test. You must use enough replicates to give a reasonable number of
residual degrees of freedom, this ensures that you have a good estimate of the random
error and your estimates of treatment effects will be more precise as replication increases.
As a general rule, between 10 to 20 residual degrees of freedom is adequate.
Once you have decided on the number of blocks and treatments to be used, you must
randomize the experiment. This means that for each block separately, you must generate
a random ordering of the treatments to be applied to the units within each block. This
randomization within blocks guards against any unsuspected sources of bias in the
experiment. For example, for a medical experiment, it means that an experimenter could
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not introduce bias by giving the placebo treatment to the subjects who appeared to be
least sick. If an unsuspected fertility trend ran across the hill in the field experiment we
analysed earlier, then an unrandomized experiment with all blocks in order A, B, C, D
would give some treatments an unfair advantage. Randomization guards against this.
However, remember that randomization should only be used to guard against unsuspected
bias ! if you have further information about differences between units within blocks, you
should use this information to construct extra blocking factors.

2.3

Practical

The file Wheatstrains.rda contains the results from a randomized block design to
assess five strains of wheat (Snedecor, Statistical Methods, page 209). Analyse the
experiment, and give your assessment of whether the blocking was worthwhile.

2.4

Blocking in two directions: Latin square designs

In some situations, we may need to consider blocking in two directions at once. Suppose
that we want to run an experiment on pot plants in a glasshouse where there is a door in
the east wall which may give rise to temperature differences. The experiment is arranged
in rows facing the door. Suppose also that the glasshouse runs east-west, so that sunlight
appears mainly from one side, the south.
North 6

| DOOR |
9 9 Temperature gradient 9 9
S
6
U
6
N
6

E
B
F
A
C
D

A
F
B
D
E
C

D
C
E
B
A
F

B
E
C
F
D
A

F
A
D
C
B
E

C
D
A
E
F
B

The pots on the south side of the glasshouse may receive more direct light than pots on
the north side. So we need to have blocking in two directions: north-south and east-west.
One possibility here would be to use a Latin square design. This is
• a design for t treatments
• arranged in t rows and t columns (giving t2 units)
• each treatment occurs exactly once in each row and once in each column
(You can check that the design above has these properties.)
Position effects that run in opposite directions are only one example of a situation
where a Latin Square design is useful. Other situations include blocking for
• weekday × time-of-day,
• school × year-group,
• factory × weekday,
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• time × location,
and so on.
The file Heights.rda contains data from an example on page 122 of Cochran & Cox
(1957) Experimental Designs (second edition). In this experiment, six samplers were
asked to assess the height of plants of wheat. The first blocking factor came about
because there were six different areas to assess. The second was set up because it was felt
that the accuracy of the samplers might vary during the experiment. So, the row factor
of the square is Areas, and the column factor is Orders. The treatment factor is
Samplers, and the y-variate for analysis, Heights, contains the differences between the
samplers' assessments and the true mean heights of the plants in the areas concerned.
Orders

1

2

3

4

5

6

1

S6 3.5

S2 8.9

S3 9.6

S4 10.5

S5 3.1

S1 5.9

2

S2 4.2

S6 1.9

S5 3.7

S3 10.2

S1 7.2

S4 7.6

3

S1 6.7

S4 5.8

S6 -2.7

S2 4.6

S3 4.0

S5 -0.7

4

S4 6.6

S1 4.5

S2 3.7

S5 3.7

S6 -3.3

S3 3.0

5

S3 4.1

S5 2.4

S4 6.0

S1 5.1

S2 3.5

S6 4.0

6

S5 3.8

S3 5.8

S1 7.0

S6 3.8

S4 5.0

S2 8.6

Areas

In the Latin square, we have a crossed block structure
blockstructure = ~ Areas * Orders

This can be specified by the * operator. The formula expands to provide three model
terms: Areas representing the variation between the different areas, Orders representing
the variation between measurements on the first, second, third etc. occasions, and
Areas:Orders representing the variation left after removing Areas and Orders. Each
of these terms again generates a stratum in the analysis of variance, as shown below.
> data(Heights)
> Heights.a0 <- msanova(treatmentstructure = Heights ~ Samplers,
+
blockstructure = ~ Areas * Orders, data = Heights)
> Heights.a0
Analysis of variance table
==========================
Variate: Heights
Areas stratum
Orders stratum
Areas:Orders stratum
Samplers
Residual

d.f.
5

s.s.
78.900

5

28.600

5 155.600
20 66.600

m.s. v.r. F pr.
15.774 4.739
5.720 1.719
31.119 9.350 1e-04
3.328
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Total

35 329.600

Information summary
===================
All terms orthogonal, none aliased.
* MESSAGE: the following units have large residuals.
Areas 5

Orders 6

3.40

s.e. 1.36

3
6.12

4
6.92

Tables of means
===============
Variate: Heights
Grand mean
Samplers

4.76
1
6.07

2
5.58

5
2.67

6
1.20

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

Samplers
6
20
1.053

Every sampler observed each area exactly once, and so the Areas stratum contains no
information about the differences between samplers. Similarly, every sampler made an
observation in each order, and so there is no information about the samplers in the
Orders stratum. The role of these two strata is to remove some of the variation, so that
Samplers is estimated more precisely in the Areas:Orders stratum. Their variance
ratios are both greater then one, so you can see that this has been successful.
The advantages of a Latin square design are thus similar to those of a randomizedblock design, namely, you are able to estimate treatment effects more precisely by
removing variation between blocking factors, while the structure of the design ensures
that treatments are spread fairly over the different units. The difference is firstly that a
Latin Square design allows you to take two independent blocking factors into account,
and secondly, that the number of treatments is constrained to be the same as the numbers
of rows and columns.
The analysis shows that there are significant differences between the samplers. The last
two samplers produce consistently lower estimates than the others.
The information summary reports one observation with a large residual: the last
observation (made by sampler 6) of area 5. If we use print to display the residuals, it
seems clear that sampler 6 finished the day in an over-optimistic frame of mind!

> print(Heights.a0, printInfo="residuals")
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Tables of residuals
===================
Variate: Heights
Areas residuals,
Areas

s.e. 1.480,

1
2.16

Orders residuals,
Orders

2
1.04

1
0.06

2.5

Orders

3
-1.81

s.e. 0.891,

1
0.08
-2.48
2.38
1.35
-1.50
0.17

4
-1.72

5
-0.57

6
0.91

4
1.56

5
-1.51

6
-0.03

rep. 6

2
0.12

Areas.Orders residuals,
Areas
1
2
3
4
5
6

rep. 6

3
-0.21

s.e. 1.360,
2
1.03
-0.47
0.57
0.03
0.18
-1.35

rep. 1

3
1.53
0.20
-1.88
0.05
-0.13
0.23

4
-0.13
1.48
-0.73
1.20
-1.95
0.13

5
-0.22
1.60
1.20
-1.27
0.00
-1.32

6
-2.30
-0.33
-1.53
-1.37
3.40
2.13

Practical

The file Fabric.rda contains the results from an experiment that used a Latin square
design to assess the wear characteristics of four different rubber-covered fabrics. The
column factor of the square corresponds to four different runs, and the row factor
corresponds to four positions on the testing machine that was used to generate wear under
simulated natural conditions. (data from page 164 of Davies 1954, Design and Analysis
of Industrial Experiments.) Analyse the results.

3

Treatment structure

So far we have considered only very straightforward situations, where the treatments do
not have any special structure. More interesting investigations may have several different
types of treatment. For example, we may have several different drugs to study, and we
may also want to try a range of different doses; or we may want to try the effect of
varying the amounts of several different types of fertiliser; or we may wish to study
different varieties of wheat using a range of different types of fungicide to control
eyespot. Each of these types of treatment should be represented by a different treatment
factor, with levels defined to represent the various possibilities. For example:
Drug ! levels Morphine, Amidone, Phenadoxone, Pethidine;
Dose ! levels 2.5, 5, 10, 15;
Nitrogen ! levels 0, 50, 100, 150;
Phosphate ! levels 50, 100;
Fungicide ! levels Carbendazim, Prochloraz;
Amount ! levels 2, 3, 4.
In this chapter you will learn how to recognise the need for more than one treatment
factor, and how to assess their effects. There will also be an example of analysis of
covariance.

3.1

Factorial designs with two treatment factors

One of the great advantages of analysis of variance is that it allows you to examine
several different treatment factors at once. Suppose that we have an experiment on canola
(oil-seed rape) with two treatment factors, N (nitrogen) and S (sulphur), in a randomizedblock design (factor block) with three blocks and twelve plots (factor plot) per block.
The data are available in file Canola.rda.
This is a two-way analysis of variance in randomized blocks. The blockstructure
is thus
blockstructure = ~ block/plot

as in the examples in Chapter 2. The treatmentstructure is thus
treatmentstructure = yield ~ N*S

which expands to give three terms: N representing the main effect of nitrogen, S
representing the main effect of sulphur, and N:S representing their interaction.
The analysis is shown below.
>
>
>
+
+
+
>

library(msanova)
data(Canola)
Canola.a0 <- msanova(treatmentstructure = yield ~ N*S,
blockstructure = ~ block/plot,
data = Canola,
printInfo = c("aovtable", "means"))
Canola.a0

Analysis of variance table
==========================
Variate: yield

3.1 Factorial designs with two treatment factors
d.f.
s.s.
m.s.
2 0.3090 0.1543

block stratum
block:plot stratum
N
S
N:S
Residual

2
3
6
22

Total

35 7.5130

4.5920
0.9770
0.6490
0.9860

v.r.
3.44
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F pr.

2.2961 51.22 <1e-04
0.3257 7.27 0.0015
0.1081 2.41 0.0607
0.0448

Tables of means
===============
Variate: yield
Grand mean

1.104

N

0
0.601

180
1.313

230
1.398

S

0
0.829

10
1.155

20
1.167

40
1.266

N
0
180
230

S

0
0.560
0.894
1.032

10
0.770
1.289
1.404

20
0.524
1.525
1.454

40
0.552
1.545
1.700

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

N

S

12
22
0.0864

9
22
0.0998

N
S
3
22
0.1729

msanova has represented the grain yield y, recorded on the experimental plots, by the

model
yijk = ì + âi + nj + sk + nsjk + åijk
This model is an extension of the one-way analysis discussed in Section 1.1, except that
now we have a term
âi to represent the effect of blocks (block stratum in the aov table),
and three terms to represent the effects of the treatments. The parameters
nj represent the main effect of nitrogen (N)
sk represent the main effect of sulphur (S), and
nsjk represent the interaction between nitrogen and sulphur (N.S).
Just as in the one-way analysis, the analysis of variance essentially fits each term in
turn, to allow you decide how complicated a model is required to describe the results of
the experiment. The analysis-of-variance table has a line for each of these, to allow you
to assess whether the corresponding parameters are needed in the model. The full model,
above, will estimate the fitted values for sulphur and nitrogen (the values predicted by the
model) as
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S×N
means

N0

N180

N230

S0

0.560

0.894

1.032

S10

0.770

1.289

1.404

S20

0.524

1.525

1.454

S40

0.552

1.545

1.700

=
ì

+

+ N: N0

S

N180

N0

N180

N230

0.294

S0

0.234 !0.144 !0.090
0.118 !0.075 !0.044

S0

!0.276

S10

0.051

S10

S20

0.063

S20

!0.141

0.148 !0.007

S40

0.162

S40

!0.211

0.071

1.104

!0.503 0.209

N230 + N.S

0.141

A model like this, where you are fitting factors and their interactions, is called a factorial
model. Here we have a 4×3 factorial.
It will be much easier to describe what is happening if there is no interaction. The
model will then be
yijk = ì + âi + nj + sk + åijk
leading to fitted values
N×S N0
means

N180 N230 =

ì

+

+ N: N0 N180

S
S0

!0.276

0.652 1.364 1.448

S10

0.051

S20

0.665 1.377 1.461

S20

0.063

S40

0.763 1.475 1.559

S40

0.162

S0

0.326 1.038 1.122

S10

1.104

!0.503

0.209

N230
0.294

and you will see that we can decide on the best level of nitrogen without needing to
consider how much sulphur is to be applied, and on the best level of sulphur without
needing to think about the level of nitrogen on the plot. This is what we mean by saying
that the two factors do not interact: the interaction assesses the way in which the changes
in yield caused by the various levels of nitrogen differ according to the amount of sulphur
or, equivalently, the way in which the response to amount of sulphur differs according
to the level of nitrogen. Figure 3.1 plots the means for the model with an interaction, and
Figure 3.2 plots those for the model with no interaction. When there is no interaction the
lines are "parallel".
> agraph(Canola.a0, method="lines")
> Canola.a1 <- update(Canola.a0, treatmentstructure = yield ~ N+S)
> agraph(Canola.a1, method="lines", xfactor="S", groups="N")

3.2 Fitting contrasts in factorial designs

Figure 3.1

35

Figure 3.2

This affects the way the conclusions of the experiment are described in a resulting paper
or report: if there was an interaction you might need to write, for example "for low and
high levels of sulphur, the yields improved linearly with increasing levels of nitrogen,
whereas for sulphur at 10kg they seemed to level off above 180kg of nitrogen". If there
was no interaction this might become "application of 10kg sulphur improved yields but
there seemed to be no further benefit from higher amounts; yields increased linearly with
nitrogen, irrespective of the amount of sulphur". It also affects the tables or figures that
should be presented. If there is an interaction, you will need to present the two-way table
of means (nitrogen × sulphur); that is, you will need to present their effects jointly. If
there is no interaction, you can simply present the one-way table for each of the main
effects that is needed in the model.
A plot like Figure 3.1 may help to explain the interaction, or even suggest a way of
modelling it. We shall explore these ideas further in the next section.

3.2

Fitting contrasts in factorial designs

Sometimes there may be comparisons between the levels of a treatment factor that you
are particularly keen to assess. For example, you might have had an initial suspicion that
there would be little difference between the 180 and 230 levels of nitrogen in the previous
section, but similar (and larger) differences between 0 and 180, and between 0 and 230.
You might then want to fit a single mean for the 180 and 230 levels of nitrogen, and
assess the contrast between this value and the mean for level 0.
As we have already seen, in Section 1.5, you can do this by including a function of the
factor in the treatmentstructure formula. To fit comparisons between levels of the
factor, we can use the COMP function. The first argument of the function is the factor
name, the second is the number of contrasts that is being fitted, and the third is a matrix
with a row to define each of the comparisons to be made. Here we define a matrix
nmat, with a single column, containing !1, 0.5 and 0.5 to define the comparison
(N180 + N230) / 2 ! N0
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The treatmentstructure becomes
treatmentstructure = yield ~ COMP(N,1,ncomp)*S

and we equate ncomp to nmat by setting the contrasts argument
contrasts = list(ncomp = nmat))

The output is shown below.
>
>
>
+
+
>

nmat <- matrix(c(-1,0.5,0.5), nrow=3, ncol=1)
colnames(nmat) <- "0 versus 180 and 230"
Canola.a2 <- update(Canola.a0,
treatmentstructure = yield ~ COMP(N,1)*S,
contrasts = list(N = nmat))
print(Canola.a2, printInfo = c("aovtable", "contrasts"))

Analysis of variance table
==========================
Variate: yield
d.f. s.s. m.s.
2 0.309 0.154

block stratum
block:plot stratum
N
0 versus 180 and 230
S
N:S
0 versus 180 and 230:S
Residual

2
1
3
6
3
22

Total

35 7.513

4.592
4.550
0.977
0.649
0.599
0.986

v.r.
3.44

F pr.

2.296 51.22 <1e-04
4.550 101.48 <1e-04
0.326
7.27 0.0015
0.108
2.41 0.0607
0.200
4.45 0.0137
0.045

Tables of contrasts
===================
Variate: yield
block:plot stratum
-----------------N contrasts
----------0 versus 180 and 230

0.754,

s.e. 0.0749,

ss.div. 8.00

N:S contrasts
------------0 versus 180 and 230:S,
S

0
-0.35

e.s.e. 0.150,

10
-0.18

20
0.21

ss.div. 2.00
40
0.32

Notice that, in the analysis-of-variance table, the line for the main effect N is now
accompanied by a line entitled "0 versus 180 and 230" giving the degrees of
freedom, sum of squares and so on for that comparison. In addition the N.S interaction
is accompanied by a line "0 versus 180 and 230.S" which represents the
interaction between the comparison and the factor S (that is, it measures how the size of
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the comparison varies according to the level of S).
The section headed "Tables of contrasts" then shows the estimate of the
contrast, 0.754, with standard error 0.0749. The "ss.div" value is analogous to the
replication of a table of means or effects: it is the divisor used in calculating the estimated
values of the contrasts. This is useful mainly where there is a range of e.s.e.'s for a table
of contrasts: the contrasts with the smallest values of the ss. div. are those with the largest
e.s.e., and vice versa. (The ss. div. of each estimated contrast is in fact the sum of squares
of the values of the coefficients used to calculate it, weighted according to the
replication.) The N.S contrasts table shows how the overall value of the contrast varies
according to the level of S. So, at level 0 of S, the estimated contrast is 0.754!0.35.
When a factor like sulphur (or nitrogen) has quantitative levels, you might want to
investigate whether the yield increases linearly with the amount of sulphur (or nitrogen);
you could also include a quadratic term to check for curvature in the response. So next
we use the POL function to investigate linear and quadratic polynomial contrasts of
sulphur (but now without any comparison of nitrogen levels).
As the factor S already has the correct levels, we do not need to set the third argument
of the function. The treatmentstructure thus becomes
treatmentstructure = yield ~ N * POL(S,2)

to generate the output below. Notice that we have used the apolynomial function,
described in Section 1.6, to print the equations of the polynomials.
> Canola.a3 <- update(Canola.a0,
+
treatmentstructure = yield ~ N*POL(S,2),
+
contrasts = list(S = smat))
> print(Canola.a3, printInfo = c("aovtable", "contrasts"))
Analysis of variance table
==========================
Variate: yield
d.f.
s.s.
m.s.
2 0.3090 0.1543

block stratum
block:plot stratum
N
S
Lin
Quad
Deviations
N:S
N:Lin
N:Quad
Deviations
Residual

2
3
1
1
1
6
2
2
2
22

Total

35 7.5130

Tables of contrasts
===================
Variate: yield
block:plot stratum
------------------

4.5920
0.9770
0.6970
0.1960
0.0840
0.6490
0.5230
0.0780
0.0480
0.9860

v.r.
3.44

F pr.

2.2961 51.22 <1e-04
0.3257 7.27 0.0015
0.6974 15.56 0.0007
0.1958 4.37 0.0484
0.0840 1.87 0.1848
0.1081 2.41 0.0607
0.2615 5.83 0.0093
0.0389 0.87 0.4334
0.0238 0.53 0.5948
0.0448
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S contrasts
----------Lin

0.0094,

Quad -0.00042,
Deviations,

s.e. 0.00239,
s.e. 0.000199,

e.s.e. 0.0706,

S

ss.div. 7875.

0
-0.028

ss.div. 1131429.

10
0.074

ss.div. 9.00
20
-0.055

40
0.009

N:S contrasts
------------N:Lin,

e.s.e. 0.00413,
N

N:Quad,

0
-0.0115

ss.div. 2625.

180
0.0058

e.s.e. 0.000345,

230
0.0058

N

0
180
0.00028 -0.00035

ss.div. 377143.

Deviations,
N
0
180
230

e.s.e. 0.122,
S

0
-0.02
0.03
0.00

230
0.00007
ss.div. 3.00
10
0.06
-0.07
0.01

20
-0.05
0.05
-0.01

40
0.01
-0.01
0.00

> apolynomial(Canola.a3, terms = ~ S)
Equation of the polynomial for S
-------------------------------0.8561 + 0.0266 * S - 0.0004 * S**2
> apolynomial(Canola.a3, terms = ~ N:S)
Equations of the polynomials for N:S
-----------------------------------N
0
180
230

0.6112 + 0.0035 * S - 0.0001 * S**2
0.8944 + 0.0469 * S - 0.0008 * S**2
1.0629 + 0.0295 * S - 0.0003 * S**2

In the analysis of variance, the sum of squares for sulphur is partitioned into the amount
that can be explained by a linear relationship of the yields with sulphur (the line marked
Lin), the extra amount that can be explained if the relationship is quadratic (the line
Quad), and the amount represented by deviations from a quadratic polynomial. A cubic
term would be labelled as Cub, and a quartic as Quart. You are not allowed to fit more
than fourth-order polynomials. The interaction of nitrogen and sulphur is also partitioned:
N:Lin lets you assess the effect of fitting three different linear relationships, one for each
level of nitrogen; N:Quad assesses the effect of fitting a different quadratic contrast for
each level of N; and the deviations line represents deviations from these quadratic
polynomials. So, the analysis shows strong evidence for linear and quadratic effects of
sulphur, and for interactions between these contrasts and nitrogen (as we would have
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expected from the plot in Figure 3.1). The tables of contrasts again provide estimates of
the parameters of the contrasts. For example, the overall linear effect is 0.0094, and the
effect for level 0 of nitrogen is 0.0094!0.0115
You can fit more than one set of contrasts at a time. If we now define the
treatmentstructure to be
treatmentstructure = yield ~ COMP(N,1,ncomp)*POL(S,2)

to fit the nitrogen comparison as well as the polynomial effects of sulphur, we obtain the
output below.
> Canola.a4 <- update(Canola.a0,
+
treatmentstructure = yield ~ COMP(N,1)*POL(S,2),
+
contrasts = list(N = nmat, S = smat))
> print(Canola.a4, printInfo = c("aovtable", "contrasts"))
Analysis of variance table
==========================
Variate: yield
d.f. s.s. m.s.
2 0.309 0.154

block stratum
block:plot stratum
N
0 versus 180 and 230
S
Lin
Quad
Deviations
N:S
0 versus 180 and 230:Lin
0 versus 180 and 230:Quad
Residual

2
1
3
1
1
1
6
1
1
22

Total

35 7.513

4.592
4.550
0.977
0.697
0.196
0.084
0.649
0.523
0.044
0.986

v.r.
3.44

F pr.

2.296 51.22 <1e-04
4.550 101.48 <1e-04
0.326
7.27 0.0015
0.697 15.56 0.0007
0.196
4.37 0.0484
0.084
1.87 0.1848
0.108
2.41 0.0607
0.523 11.67 0.0025
0.044
0.99 0.3300
0.045

Tables of contrasts
===================
Variate: yield
block:plot stratum
-----------------N contrasts
----------0 versus 180 and 230

0.754,

s.e. 0.0749,

ss.div. 8.00

S contrasts
----------Lin

0.0094,

Quad -0.00042,
Deviations,
S

s.e. 0.00239,

ss.div. 7875.

s.e. 0.000199,

e.s.e. 0.0706,
0
-0.028

10
0.074

ss.div. 1131429.

ss.div. 9.00
20
-0.055

40
0.009
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N:S contrasts
------------0 versus 180 and 230:Lin

0.0173,

0 versus 180 and 230:Quad -0.00042,

s.e. 0.00506,
s.e. 0.000422,

ss.div. 1750.
ss.div. 251429.

The interaction between nitrogen and sulphur is now partitioned according to the
nitrogen comparison. The line "0 versus 180 and 230:Lin" assesses the effect of
fitting two different linear relationships, one for each level 0 of nitrogen, and one for
levels 180 and 230 of nitrogen, instead of a single overall linear contrast. Similarly, the
line "0 versus 180 and 230:Quad" represents the difference between the two
quadratic contrasts. So you can define contrasts on any treatment factor, and msanova
will automatically estimate their interactions.
As explained in Section 1.6, to fit polynomial contrasts, msanova calculates
orthogonal polynomials and does a multiple regression of the effects of factor using the
polynomials as x-variates. Regression contrasts are similar to polynomial contrasts,
except that here you can supply your own matrix of x-variates. msanova orthogonalizes
the x-variates for you, so that each one represents the effect adding this x-variable to a
model containing all the earlier ones.

3.3

Practical

The file Ratfactorial.rda contains data from an experiment to study the effect of 6
different diets on the gain in weight of rats (data from Snedecor & Cochran, Statistical
Methods page 305). Each diet was at either High or Low protein (factor Amount), and
the protein was derived from either Beef, Cereal or Pork (factor Source).
Analyse the data as a 3×2 factorial, and assess whether there is evidence for an
interaction between Amount and Source.
Fit two comparison contrasts between levels of the Source factor: Animal vs
Vegetable, and Beef vs Pork.

3.4

Syntax rules for formulae

The structure of the design and the treatment terms to be fitted in an msanova analysis
of variance are specified by formulae.
In its simplest form, a formula is a list of model terms, linked by the operator "+". For
example,
A + B

is a formula containing two terms, A and B, representing the main effects of factors A and
B respectively. Higher-order terms (like interactions) are specified as series of factors
separated by colons but their precise meaning depends on which other terms the formula
contains, as we explain below. The other operators provide ways of specifying a formula
more succinctly, and of representing its structure more clearly.
The crossing operator * is used to specify factorial structures. The formula
N * S

was used by msanova to specify the two-way analysis of variance introduced in Section
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3.1. This is expanded to become the formula
N + S + N:S

which has three terms: N for the nitrogen main effect, S for the main effect of sulphur,
and N:S for the nitrogen by sulphur interaction. Higher-order terms like N:S represent
all the joint effects of the factors N and S that have not been removed by earlier terms in
the formula. Thus here it represents the interaction between nitrogen and sulphur as both
main effects have been removed.
The other most-commonly used operator is the nesting operator (/). This occurs most
often in block formulae. For example, the formula
block /

plot

is expanded to become the formula
block + block:plot

This specification assumes that there is no special similarity between the plot numbered
1, for example, in block 1 and plot 1 in any other block. So the formula contains no
"main effect" for plot, and the term block:plot thus represents plot-within-block
effects (that is the differences between individual plots after removing any overall
similarity between plots that belong to the same block).
Treatments can be nested too. For example, in a study of potential energy crops, we
may want to study two varieties of Miscanthus (M1 ... M2) and three of Reed Canary
Grass (R1 ... R3). We will certainly be interested in assessing overall differences between
Miscanthus and Reed Canary Grass. We may also be interested in how much variation
there is between Mp1 and Mp2, and amongst {R1, R2 and R3}; that is whether there is
variability of the varieties beyond the variability of the individual plants of each variety.
The model of interest (assuming that there is no blocking) would then be
yijk = ì + si + svij + åijk
where parameters
si represent the effects of the species (i = 1, 2), and
svij represent the variety within species effects (j = 1,2 for i=1, j = 1...3 for i=2).
Notice that we do not have any term for a variety main effect ! the actual number
allocated to each variety does imply any special similarity for example between the strain
numbered 2 for Miscanthus and the strain numbered 2 for Reed Canary Grass.
A formula can contain more than one of these operators. The three-factor factorial
model
A * B * C

becomes
A + B + C + A:B + A:C + B:C + A:B:C

The interaction A:B:C then assesses whether the joint effects of factors A and B differ
according to the level of C (or, equivalently, whether the joint effects of A and C differ
according to the level of B, and so on).
The nested structure
block / wplot / subplot
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which occurs as the block model of a split-plot design (Section 5.1) becomes
block + block:wplot + block:wplot:subplot

The crossing and nesting operators can also be mixed in the same formula. For example,
the factorial-plus-added-control study in Section 3.5 has treatment structure
Control / (Drug * Dose)

which expands to
Control + Control:Drug + Control:Dose + Control:Drug:Dose

In general, if l and m are two model formulae:
l * m

=

l + m + l:m

l / m

=

l + fac(l):m

(where l.m is the sum of all pairs a term in l, a colon and then a term in m; and fac(l)
is a list of all the factors in l, separated by colons). For example:
(A + B) * (C + D) = (A + B) + (C + D) + (A + B):(C + D)
= A + B + C + D + A:C + A:D + B:C + B:D
(A + B)/C = A + B + fac(A + B):C

=

A + B + A:B:C

Terms in the treatment formula can be partitioned into contrasts by specifying a
function of the factor.
The POL function defines polynomial contrasts across the levels of a factor. For
example
POL(nitrogen, 2)

defines linear and quadratic contrasts over the levels of the factor nitrogen. The first
argument specifies the factor, and the second defines the order of the contrasts, ranging
from one for linear, to four for quartic. You can use the contrasts argument to define
the numerical values to be used for the levels of the factor. For example,
contrasts = list(nitrogen = xMat))

indicates that the values are in the matrix xMat. Alternatively, the contrasts argument,
the numerical values can also be assigned to the factor of the data.frame object, as an
attribute, before calling msanova(). For example,
attr(Oats$nitrogen, "contrasts") <- xMat

If neither of these is done, the integers one up to the number of levels of the factor are
used. The remaining effects of the factor, that are not described by the contrasts, are
included in the analysis of variance in a line labelled Deviations.
The REG function allows you to define your own regression contrasts. The first two
arguments of the function again specify the factor and the order of contrasts to be fitted,
ranging from one up to the number of levels of the factor minus one. For REG, the
contrasts argument must be used to specify a matrix with a row for each contrast,
containing the x-values to be used to fit it. For example,
contrasts = list(nitrogen = xMat, site = NorthandEast))

to specify a matrix of Northern and Easterly coordinates for a set of sites (as well as the
values for the factor nitrogen). Regression contrasts are mean adjusted, and
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orthogonalized so that each one represents the effect of adding the contrast concerned to
a model containing all the earlier contrasts. Again the remaining effects of the factor, that
are not described by the contrasts, are included in the analysis of variance in a line
labelled Deviations.
The COMPARISON function allows comparisons to be calculated between levels of the
factor. Its use is similar to REG. However, the x-values are not orthogonalized, and the
comparisons are calculated simply by forming the matrix product of the contrast matrix
with the vector of estimated effects for the factor. There are now no Deviations, as we
are just making independent assessments of a list of comparisons.
Another extension is that the operator | (vertical bar) can be used to specify pseudofactor relationships. These are explained in Section 6.4.

3.5

Factorial plus added control

One important model that includes crossing and nesting is the factorial plus added
control structure. For example, suppose we have four different fumigants used to control
nematodes (CN, CS, CM and CK), which we wish to try at two levels (single and double),
and that we also want to include a control treatment (none = no fumigant at any dose).
The control represents a "zero" level for both factors, and the factorial structure of Type
× Amount operates only when some sort of fumigant has been applied. The table below
indicates which combinations of Type and Amount are feasible, and also shows the extra
factor Fumigant that is necessary to define the model.
Fumigant

Amount

Type none

CN

CS

CM

CK

not fumigated

none

U

Y

Y

Y

Y

fumigated

single

Y

U

U

U

U

fumigated

double

Y

U

U

U

U

For msanova, we need a treatment model
Fumigant / ( Amount * Type )

in which the factorial structure Amount * Type is nested within the factor Fumigant
(in fact Amount and Type have their factorial structure only within the fumigated level
of Fumigant). The model expands to
Fumigant + Fumigant:Amount + Fumigant:Type +
Fumigant:Amount:Type

in which
Fumigant
Fumigant:Amount
Fumigant:Type
Fumigant:Amount:Type

represents the overall effect of any fumigant at any
(non-zero) dose,
represents the comparison between single and
double doses (averaged over the different types),
represents overall differences between types
(averaged over single and double doses), and
represents the interaction between Amount and
Type (given that some sort of fumigant has been
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applied).
Results of the experiment, a classic study carried out at Rothamsted in 1935, are available
in the file Nematode.rda (also see Cochran & Cox 1957, Experimental Designs, page
46). As it is thought that effects will be proportionate the counts are transformed to
logarithms. (Transformations are discussed further in Chapter 4.)
There is no factor in this data set to index the plots within the blocks. So we specify
just
blockstructure = ~ Blocks
msanova notices that the factor Blocks does not provide a unique index for every unit

of the experiment, and that therefore the terms in the block model do not account for all
the variation. msanova must then define an an extra term containing all the block factors,
together with an extra "factor", called *units*, which numbers the units
within each set. So here msanova adds an extra term Blocks:*units* to contain the
plot-within-block variation, as shown below.
> data(Nematode)
> Nematode.a0 <- msanova(log(Count) ~ Fumigant / ( Amount * Type ),
+
blockstructure = ~Blocks,
+
data = Nematode)
> print(Nematode.a0, printInfo = c("aovtable", "means"))
Analysis of variance table
==========================
Variate: log_Count
d.f.
3

s.s.
5.5730

m.s. v.r.
1.8576 7.804

Blocks:*Units* stratum
Fumigant
Fumigant:Amount
Fumigant:Type
Fumigant:Amount:Type
Residual

1
1
3
3
36

1.0190
0.0030
1.5150
0.2470
8.5690

1.0186
0.0028
0.5051
0.0824
0.2380

Total

47 16.9250

Blocks stratum

4.279
0.012
2.122
0.346

F pr.

0.0458
0.9150
0.1145
0.7922

Tables of means
===============
Variate: log_Count
Grand mean

5.582

Fumigant Not fumigated
5.788
rep.
16
Fumigant
Not fumigated
Fumigated

Amount

Fumigant
Not fumigated

Type
rep.

Fumigated
rep.

Fumigated
5.479
32
None Single
5.788
5.488
None
5.788
16

Double
5.469

CN

CS

CM

5.529
8

5.153
8

5.763
8

CK
5.470
8

3.6 Covariates
Fumigant
Not fumigated

Amount
None

Fumigated

Single

Type
rep.

None
5.788
16

rep.
Double
rep.

45
CN

CS

CM

CK

5.483
4
5.575
4

5.280
4
5.026
4

5.818
4
5.707
4

5.371
4
5.570
4

Standard errors of differences of means
--------------------------------------Table

Fumigant

Fumigant
Amount

rep.
d.f.
s.e.d.

unequal
36

16
36

0.1494

0.1725

Fumigant
Type
unequal
36
0.2439
0.2113
0.1725X

Fumigant
Amount
Type
unequal
36
0.3450 min.rep
0.2727 max-min
0.1725X max.rep

(No comparisons in categories where s.e.d. marked with an X)

Notice that, when tables of means have unequal replication, the general Analysis of
Variance menu provides three standard errors of difference for each table:
• to compare a pair of means each with the minimum replication of those in the table,
• to compare a mean with minimum replication with one with maximum replication,
• and to compare a pair of means that both have the maximum replication.
The "X" beside the standard errors of difference for maximum replication indicates that
there is actually only one mean in the table with the maximum replication. So this is an
unavailable comparison.

3.6

Covariates

Covariates incorporate additional quantitative information into an analysis. Sometimes
you may have measurements made on the units before the experiment was carried out.
This can be used to allocate the units to blocks but, even after this grouping, they may
contain additional useful information. Analysis of covariance incorporates quantitative
information of this sort into the analysis ! providing a further way of decreasing
variability.
In the example in Section 3.5, nematode counts were done prior to the experiment as
well as afterwards. Analysis of covariance includes the (transformed) initial counts as a
linear term in the model, rather like a regression analysis except that here we have the
factors for blocks and treatments as well.
yijkl = ì + âi + fj + ftjk + fljl + ftljkl + b × (xijkl ! x! ) + åijkl
where yijkl and xijkl are the logarithms of the counts.
To do an analysis of covariance, you simply need to include the covariate in the
treatmentstructure, so it becomes
Logcount ~ Fumigant/(Amount*Type) + Logpriorcount

The analysis-of-variance table now contains extra lines to assess how much the final (log)
counts depend on the initial counts, after removing the effects of treatments. The
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treatment effects (and s.s.) are also adjusted to take account of the fact that the plots with
the various treatments had different numbers of nematodes before the experiment. This
adjustment causes some loss of efficiency in the treatment estimation. The remaining
efficiency is measured by the covariance efficiency factor, shown for each treatment term
in the "cov.ef." column of the analysis-of-variance table. The values are in the range
zero to one. A value of zero indicates that the treatment contrasts are completely
correlated with the covariates: after the covariates have been fitted there is no information
left about the treatments. A value of one indicates that the covariates and the treatment
term are orthogonal. Usually the values will be around 0.8 to 0.9. A low value should be
taken as a warning: either the measurements used as covariates have been affected by the
treatments, which can occur when the measurements on covariates are taken after instead
of before the experiment; or the random allocation of treatments has been unfortunate in
that some treatments are on units with generally low values of the covariates while others
are on generally high ones.
For a residual line in the analysis of variance, the value in the "cov.ef." column
measures how much the covariates have improved the precision of the experiment. This
is calculated by dividing the residual mean square in the unadjusted analysis (which
excludes the covariates) by its value in the adjusted analysis.
To assess the full effect of the covariate on the estimation of a treatment term, you
should multiply its covariance efficiency factor by the covariance efficiency factor of the
residual with which it is to be compared. For Fumigant in the example, the calculation
would be 0.99 × 2.48. So fitting the covariate has improved the precision with which
Fumigant is estimated.
> Nematode.a1 <- update(Nematode.a0, treatmentstructure =
+
log(Count) ~ Fumigant / ( Amount * Type ) +
+
log(Priorcount))
> print(Nematode.a1, printInfo = c("aovtable", "means"))
Analysis of variance table
==========================
Variate: log_Count
Covariate: log_Priorcount
d.f.

s.s.

1
2

4.761
0.811

4.761 11.74
0.406 4.23

Blocks:*Units* stratum
Fumigant
Fumigant:Amount
Fumigant:Type
Fumigant:Amount:Type
Covariate
Residual

1
1
3
3
1
35

1.164
0.035
2.093
0.320
5.211
3.358

1.164 12.13
0.035 0.37
0.698 7.27
0.107 1.11
5.211 54.31
0.096

Total

47 16.925

Blocks stratum
Covariate
Residual

m.s.

Tables of means (adjusted for covariate)
========================================
Variate: log_Count
Covariate: log_Priorcount

v.r. cov.ef.

F pr.
0.0757

4.579
0.999
0.995
0.924
0.996
2.481

0.0013
0.5490
0.0006
0.3578
<1e-04

3.6 Covariates
Grand mean
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5.582

Fumigant Not fumigated
5.805
rep.
16
Fumigant
Not fumigated
Fumigated

Amount

Fumigant
Not fumigated

Type
rep.

Fumigated
5.470
32
None
5.805

rep.
Amount
None

Type
rep.

Fumigated

Double

5.508

5.432

CN

CS

CM

CK

5.798
8

5.220
8

5.667
8

5.195
8

None
5.805
16

CN

CS

CM

None
5.805
16

Fumigated
Fumigant
Not fumigated

Single

Single

5.713
4
5.882
4

rep.
Double
rep.

5.399
4
5.041
4

5.745
4
5.589
4

CK

5.174
4
5.216
4

Standard errors of differences of means
--------------------------------------Table

Fumigant

Fumigant
Amount

rep.
d.f.
s.e.d.

unequal
35

16
35

0.0949

0.1097

Fumigant
Type
unequal
35
0.1596
0.1382
0.1129X

Fumigant
Amount
Type
unequal
35
0.2226 min.rep
0.1760 max-min
0.1113X max.rep

(No comparisons in categories where s.e.d. marked with an X)

The output above was produced by the printInfo argument of msanova. There is a
similar argument uprint, which allows you to display results from the unadjusted
analysis of the variance i.e. the analysis with no covariate. This allows the same strings
as printInfo, apart from the "covariates" string which displays the covariate
regression coefficients (the parameter b in the linear model, above). There is also an
argument cprint, which allows you to display results from an analysis of the variance
with each covariate as the y-variate.
Notice that msanova is able to estimate the covariate regression coefficients both on
the plots within blocks, and between blocks. It also produces an estimate that combines
the information from both these sources. Here the estimates are similar. If the estimates
that are very different, this may be an indication of a nonlinear relationship between the
y-variate and the covariate.
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3.7

Practical

The file Ratmuscles.rda contains data from an experiment to study the effect of
electrical stimulation in preventing the wasting away of denervated muscles, using rats
as the subjects (Solandt, DeLury & Hunter, 1943, Archives of Neurology & Psychiatry,
49, 802-807; also see Cochran & Cox, 1957, Experimental Designs 2nd Edition, page
176). There were three treatment factors: length of each treatment, number of treatment
periods per day and the type of current. The experiment used a complete randomized
block design with two blocks. The denervated muscles were the gastrocnemius muscles
on one side of the rat. To improve precision, the normal muscle on the other side of each
rat was also measured, for use as a covariate in the analysis.
Analyse the experiment. Has the covariate improved the precision of the estimates?
Which tables of means would you present in the report?

4

Checking the assumptions

This chapter describes the assumptions that are needed to ensure the validity of an
analysis of variance:
• the variance must be homogeneous (for example the variability of the residuals should
be the same at high values of the response variable as at low values);
• the residuals should come from identical and independent Normal distributions; and
• the model must be additive (that is, differences between treatment effects must remain
the same however large or small the underlying size of the variable measured).
It also describes how transforming the response variate may correct for failures in the
assumptions, how to use permutation tests, and how to identify outlying observations.

4.1

Homogeneity of variance

It is assumed that the variance is homogeneous, that is, the size of the random variation
is similar over all the units. Homogeneity of variance can easily be assessed by plotting
the residuals (estimates of the random error) against the fitted values: if the variance is
homogeneous, the residuals should lie within a uniform band as in Figure 4.1 below.

Figure 4.1

Figure 4.2

It is quite common, especially with count data, to find that the variation of the residuals
increases as the value of the response increases, as in Figure 4.2. In this case, the standard
errors of differences between treatments will be over-estimated for differences between
treatments with low means, and under-estimated for differences between larger means,
causing incorrect conclusions to be drawn. If a plot of residuals against fitted values
indicates non-homogeneity of variances, a transformation of the data should be
considered, as we show in Section 4.6.
One situation where unequal variances can occur, but where a transformation may not
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help, is when analyses are performed on data collected in different years or at different
locations. It is then important to check that the variances within the years (or at each
location) are homogeneous. Otherwise a weighted analysis will be required, with the data
from each year being weighted by the reciprocal of the variance at that year. (This can be
done automatically by the asreml package.)

4.2

Normality and independence of the residuals

Analysis of variance assumes that the data contains random error (estimated by the
residuals) that is independent and Normally distributed for each data value. NonNormality of the residuals is usually also associated with non-homogeneity of variances
and can be examined graphically in several ways. First the residuals can be plotted as a
histogram. This should look approximately like a Normal distribution, a non-skew bellshaped distribution. Alternatively a Normal plot (or a half-Normal plot) can be used. This
plots the ordered residuals (or their absolute values) against the quantiles of a Normal
distribution. If the residuals have a Normal distribution, these graphs should be straight
lines.

4.3

The aplot function

Diagnostic plots like these can be produced by the aplot function. The arguments are
x
method

rmethod

index

...

an S3 object of class msanova.
a character vector specifying type of residual
plot ("fittedvalues" "normal",
"halfnormal", "histogram",
"absresidual", "index"); default
"histogram", "normal", "fittedvalues",
"absresidual".
a character string specifying type of residuals to
form ("simple", "standardized" or
"combined"); default "simple".
a numerical vector or a factor specifying the
x-variable to use in an index plot; default is to
use 1:length(residuals(x)).
other graphical parameters (see xyplot for
details).

The plots, which are selected by the method argument, can include a histogram of
residuals, a normal Q-Q plot, a half-normal Q-Q plot, a residuals vs. fitted values plot,
an absolute residuals vs. fitted values plot and an index plot.
The plots in Figures 4.3 and 4.4 are from analyses of artificial data. The data on the left
(Figure 4.4) were generated from a Normal distribution, the data on the right (Figure 4.4)
are from a non-Normal distribution where the variance increases with the size of the
response variable. Note that the histogram of residuals in Figure 4.4 is slightly skew, but
there is a relatively small difference between the Normal plots. The difference between
the two data sets is clearest in the plot of residuals against fitted values.
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Figure 4.4

Additivity of the model

If you fit an additive model to your data, you are assuming that differences between
treatment effects remain the same however large or small the underlying size of the
variable measured. For example, in a randomized-block design, the assumption is that the
theoretical value of the difference between two treatments remains the same within a
block where the recorded values are generally low, as in one where the values are
generally high. An example of non-additivity occurs where treatments give a
proportionate increase or decrease to data values. In an additive model, the effect of a
treatment is a constant increase or decrease.
If you fit an additive model where non-additivity is present this will often lead to the
detection of interactions in the analysis. Of course, genuine interactions between
treatment terms may also occur, for example associated with one treatment modifying the
mode of action of another. However, the additive model assumes that interactions
between blocks and treatments do not occur and so examining these interactions is a good
way to look for evidence of non-additivity. You will usually find that data which shows
signs of non-additivity also violates other assumptions.

4.5

Outliers

An outlier is an extreme observation, which leads to a unit with a very large residual.
msanova will produce warnings if any units have large residuals compared to the
standard error of the units, as shown in the examples in Sections 2.4 and 4.6. You can
also use the diagnostic plots produced by the aplot function to detect outliers in your
data. Outliers will appear as extreme observations in the graph of residuals against fitted
values, or in a histogram of residuals. They will also appear as single values away from
the line in a normal or half-normal plot.
Outliers may arise from an error in recording or punching data, if the wrong treatment
has been applied to a unit, or where something else has gone wrong in the experimental
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procedure. When outliers are present, they can distort treatment means as well as inflating
the error variance so that the precision of estimates is decreased. If any observation
appears to be an outlier, you should investigate the observation to try and find out if an
error has occurred. If you can uncover an error and use the correct data value, then you
should do so. If you find an error but cannot recover the correct data value, then you
should replace the incorrect value by a missing value. If you cannot track down any
possible source of error, you should consider whether the outlier might be a true data
value, and whether your model for the data is wrong!

4.6

Transformations

Failures of the assumptions can often be corrected by transforming the data. Different
transformations are appropriate for different types of data. The most common types of
data requiring transformations are counts, percentages and proportions. Some
transformations are used only to stabilize the variance (i.e. to make it homogeneous), but
it is equally important to consider the additivity of the model. In some situations a
transformation can be chosen both to provide additivity and to stabilise the variance. If
this proves to be impossible, you should consider using a generalized linear model.
Count data occur where an experiment counts the occurrences of some event with no
preset upper limit, for example, the number of accidents occurring on a section of road,
numbers of hits on a web site, numbers of weed plants in a plot, and so on. Conventional
wisdom is to stabilize the variance, using a square-root transformation. However, this
will usually not provide an additive model ! the treatments generally take the effect of
a proportionate increase (or decrease). A logarithmic transformation would then give an
additive scale for the treatments, and will often be found also to give adequate stability
for the variance. To guard against zero counts it is usual to add a small constant to the
response y before taking the logarithms: for example to use log10(y+1) or loge(y+0.5).
Proportion or percentage data can arise in several ways. Sometimes, the data value is
a natural continuous percentage measure, for example, the percentage area of a plot that
has been infected by a disease. Treatment effects are often then found to be
approximately proportional to the amount infected for low percentages, while for
percentages near to 100% they tend to be proportional to the amount uninfected. If the
percentages are obtained by visual assessment of areas such as infected parts of leaves,
the same pattern is found: for low percentages the eye tends to examine the amount
infected, while nearer to 100% it is the amount uninfected that is assessed. In this
situation, a logit transformation, log(p/(100!p)), would both stabilize the variance and
give an additive model.
Alternatively, the data may count the number of occurrences (r) of some event in a
population of fixed size n (binomial data), for example, the number of children to have
been vaccinated out of a class of 30, or the number of infected plants out of a sample of
40. Binomial data can be converted to percentages (p=100×r/n) for analysis.
Conventional wisdom is to stabilize the variance of binomial data by taking an angular
transformation, arcsin(%(p/100)). However, this will generally not give an additive model,
so it may be worth considering a logit transformation instead. To guard against 0 or 100%
values, you can then calculate the percentage as p=100×(r+0.5)/(n+1).
Finally, where data values span a very large range, for example, where the range of the
data is more than two or three times the mean value, the treatment effects and the
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variance are often both found to be proportional to the size of response. It would then be
appropriate to take a logarithmic transformation.
The file Plankton.rda contains data from a study of plankton numbers (Snedecor
& Cochran 1967, Statistical Methods, 6th Edition, page 329). Four types of plankton
were sampled in 12 hauls. In the analysis, hauls are treated as blocks, and types of
plankton as treatments. The first analysis is of the untransformed counts.
> data(Plankton)
> Plankton.a0 <- msanova(treatmentstructure = Number ~ Type,
+
blockstructure = ~ Haul,
+
data = Plankton)
> print(Plankton.a0, printInfo = c("aovtable", "means"))
Analysis of variance table
==========================
Variate: Number
d.f.
s.s.
m.s.
11 2.153e+08 1.957e+07

Haul stratum

v.r.
1.91

F pr.

Haul:*Units* stratum
Type
Residual

3 7.035e+09 2.345e+09 228.71 <1e-04
33 3.384e+08 1.025e+07

Total

47 7.589e+09

Tables of means
===============
Variate: Number
Grand mean
Type

10636.
1
671.

2
1701.

3
30775.

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

Type
12
33
1307.2

4
9396.
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Figure 4.5

Figure 4.6

Figure 4.5 shows the residual plot from the untransformed analysis, and Figure 4.6 shows
the residual plot from the analysis of the log-transformed numbers. The output from the
transformed is shown below. The untransformed fitted-value plot shows clear evidence
that the variance is increasing with the size of the number ! which is corrected in the
transformed analysis.
The untransformed plots also show the large residuals, reported in the untransformed
analysis. This demonstrates that (apparent) outliers can be a consequence of a lack of
variance homogeneity. These are observations with large fitted values ! which have
larger variability. So you should check for homogeneity of the variance, before you worry
about outliers.
> Plankton.a1 <- update(Plankton.a0,
+
treatmentstructure = log(Number, base=10) ~ Type)
> print(Plankton.a1, printInfo = c("aovtable", "means"))
Analysis of variance table
==========================
Variate: log_Number_base_10
d.f.
11

Haul stratum

s.s.
0.337

Haul:*Units* stratum
Type
Residual

3 20.170
33 0.230

Total

47 20.737

m.s.
0.031

v.r.
4.4

6.723 965.7 <1e-04
0.007

Tables of means
===============
Variate: log_Number_base_10
Grand mean
Type

3.616
1

2

F pr.

3

4
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3.221

4.478
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3.962

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

Type
12
33
0.0341

If you are analysing transformed data, it is important to remember that the statistical
properties of the analysis apply only on the transformed scale. So, for example,
comparisons between means must be assessed on the transformed scale (i.e. using the
tables of means and s.e.d.'s, or l.s.d.'s, from the analysis of the transformed data). For
interpretation, though, it is often helpful also to present the tables of means backtransformed to the original scale. These values are often given in brackets under the
transformed values.
The printed means are shown below.
> PrintTable <- cbind(Plankton.a1$means$Type,
+
10^Plankton.a1$means$Type$mean)
> names(PrintTable) <- c("Type", "Meanlogplankton", "Meanplankton")
> print(PrintTable)
Type Meanlogplankton Meanplankton
1
1
2.802638
634.801
2
2
3.221256
1664.393
3
3
4.478346
30084.691
4
4
3.962111
9164.542

4.7

The acheck function

In addition to the visual checks of the assumptions, described earlier in this chapter, you
can also make some more formal tests using the acheck function. The arguments are
x
printInfo

assumption

an S3 object of class msanova.
a character string (vector) to control printed
output ("tests", "confirmation"); default
"confirmation".
a character string (vector) to determine which
assumptions to test ("homogeneity",
"normality", "stability"); default
c("homogeneity", "normality",
"stability").

probability

a critical value (between 0 and 1) for the test
probabilities that control whether to generate
warning messages; default probability=0.025.

The assumptions to check are controlled by the assumption argument, with the
following settings
"homogeneity"
performs Levene tests to check whether the

4 Checking the assumptions

56

residual variance seems to be affected by any of
the terms in the analysis. With stratified designs,
i.e. those with several random terms, it will make
similar checks for the residual variation in the
higher strata (e.g. for the whole-plot variation in a
split-plot design).
performs a Shapiro-Wilk test to check for
evidence that the residuals do not come from a
Normal distribution.
performs two Levene tests to check whether the
residual variance differs according to the size of
the response. The data are divided into three
groups (small, intermediate and large) according
to the sizes of their fitted values. The tests
compare the variance of the residuals in the first
(small) group with those in the third (large) group,
and the variance of the second (intermediate)
group with the variance of other two groups
combined.

"normality"

"stability"

By default, they are all tested.
acheck produces warning messages if any of the tests generates a test probability less
than or equal to the value specified by the probability argument (default 0.025 i.e. 2.5%).
The Levene and Shapiro-Wilk tests assume that the residuals are independent
Normally-distributed observations. However, the estimated residuals will be correlated.
So their test probabilities may be too low – and generate too many significant results. The
default use of a smaller critical probability value, than the conventional 0.05, is to provide
some protection against spurious messages.
Other output is controlled by the printInfo argument, with settings:
"tests"
prints the detailed test results, and
"confirmation"
prints a confirmatory message if there are no
problems.
By default printInfo="confirmation".
As expected, for the example in Section 4.6, acheck reports evidence of both nonhomogeneity of the residual variance, and of non-Normality.

> acheck(Plankton.a0, printInfo="tests")
Tests of assumptions for ANOVA
==============================
Variate: Number
Levene tests for homogeneity of variance
========================================
Analysis of variance
====================
Variate: Absolute residuals
Source of variation

d.f.

s.s.

m.s.

v.r.

F pr.
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Haul stratum

11

13.8440

1.2585

7.17

Haul:*Units* stratum
Type
Residual

3
33

6.0333
5.7949

2.0111
0.1756

11.45

Total

47

25.6721

<.001

Tables of means
===============
Variate: Absolute residuals
Grand mean
Type

0.682
1
0.584

2
0.594

3
1.259

4
0.291

Standard errors of differences of means
--------------------------------------Table
rep.
d.f.
s.e.d.

Type
12
33
0.1711

Levene tests for stability of variance
======================================
Test t-statistic
Small vs. large responses
2.285
Intermediate v.s. small & large responses
1.906

d.f.
12.703
16.762

pr.
0.040
0.074

Shapiro-Wilk test for Normality
===============================
Data variate:
Test statistic W:
Probability:

Residuals
0.9351
0.011

* MESSAGE: evidence of non-homogeneity of residual variance for Type
and Haul.
* MESSAGE: the Shapiro-Wilk test shows evidence of non-Normality.

The output shows that the type-3 plankton numbers are more variable than the other
types. (This is not surprising as many more of this type of plankton have been recorded
in the experiment than the other types.)
If we repeat the analysis with the log-transformed numbers, there is no evidence that
the assumptions are broken, and no warnings are given.

4.8

Practical

An experiment was conducted to assess the percentage of alcohol by volume of five types
of wine labelled A to E. Three bottles of each type were tested in the laboratory in a
random order. The data are available in file Wine.rda.
Analyse the experiment and plot a graph of the residuals against the fitted values. Then

4 Checking the assumptions

58

transform the data using a logit transformation, re-analyse, and plot another graph of
residuals against fitted values.

4.9

The apermtest function

If the distributional assumptions for the analysis of variance are not satisfied, you might
use the apermtest function to do a permutation test to assess the significance of the
terms in the analysis. You still need the model to be additive for the results to be
meaningful, but there is no longer any need for the residuals to follow Normal
distributions with equal variances. The arguments are as follows.
x
printInfo

ntimes
exclude

seed

debugmode

an S3 object of class msanova.
a character string (vector) to control printed
output(s) ("aovtable", "critical"); default
"aovtable".
an integer specifying the number of
permutations to make; default 999.
optional. A character string (vector) specifying
factor(s) in the block model of the design whose
levels are not to be randomized.
integer. Seed for the random number generator
used to make the permutations; default 0
continues from the previous generation or (if
missing) initializes the seed automatically.
If debugmode=TRUE, keep intermediate results
under workingdir that was specified in
msanova; otherwise, delete them.

In the simplest form of use you need set only x parameter, to supply the msanova class
object from the earlier msanova command. apermtest recovers the necessary
information about the analysis automatically, and performs 999 random permutations
(made using a default seed). The probability for each variance ratio is then determined
from its distribution over the randomly permuted datasets.
The ntimes argument allows you to request another number of permutations, and the
seed argument allows you to specify another seed. apermtest checks whether ntimes
is greater than the number of possible permutations available for the data set. If so,
apermtest does an exact test instead, which uses each possible permutation once.
The exclude argument allows you to restrict the randomization so that one or more
of the factors in the block model is not randomized. The most common instance where
this is required is when one of the treatment factors involves time-order, which cannot
be randomized.
Output is controlled by the printInfo argument, with settings:
"aovtable"
for an analysis-of-variance table with the usual F
probabilities replaced by those from the
permutation test; and
"critical"
for a table giving critical values for each variance
ratio.
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By default, only the analysis-of-variance table is printed.
The example shows the results of 4999 random permutations with the plankton data
set from Section 4.6. Notice that, as the seed argument has not been set, apermtest has
set the seed automatically.
The probability for each treatment term is now determined from its distribution over
the randomly permuted data sets plus the observed set. The output below prints a
probability value <.001 for Type, which means that the observed data set was one of the
5 sets with the largest variance ratios out of the 5000 sets that have been examined (1
observed data set + 4999 randomly permuted data sets).
> apermtest(Plankton.a0, ntimes=4999)
Analysis of Variance Table
==========================
Variate: Number
Probabilities determined from 4999 random permutations
Haul stratum

d.f.
s.s.
m.s.
11 2.153e+08 1.957e+07

v.r. prob.
1.91

Haul:*Units* stratum
Type
Residual

3 7.035e+09 2.345e+09 228.71 2e-04
33 3.384e+08 1.025e+07

Total

47 7.589e+09

4.10 Practical
Extend the analysis of the logit-transformed percentage of alcohol from Practical 4.7 by
performing a permutation test, and checking whether the assumptions are still broken.

5

Designs with several error terms

The randomized-block design is undoubtedly the most popular of the designs in common
use, but sometimes more sophisticated arrangements may be required involving units of
different sizes. For example, there are sometimes treatments, like plant varieties or
irrigation, that cannot conveniently be applied to the small plots that are feasible for
treatments like levels of fertiliser or types of fungicide. In these designs the treatment
terms may be estimated in several different strata, rather than always in the bottom
stratum as in Chapter 2. There will then be several residual (or error) lines in the analysis
of variance table. The split-plot design is the simplest design where this occurs.

5.1

Split-plot design

V3 N3

V3 N2

V3 N2

V3 N3

V3 N1

V3 N0

V3 N0

V3 N1

V1 N0

V1 N1

V2 N0

V2 N2

V1 N3

V1 N2

V2 N3

V2 N1

V2 N0

V2 N1

V1 N1

V1 N2

V2 N2

V2 N3

V1 N3

V1 N0

V3 N2

V3 N0

V2 N3

V2 N0

V3 N1

V3 N3

V2 N2

V2 N1

V1 N3

V1 N0

V1 N2

V1 N3

V1 N1

V1 N2

V1 N0

V1 N1

V2 N1

V2 N0

V3 N2

V3 N3

V2 N2

V2 N3

V3 N1

V3 N0

V2 N1

V2 N2

V1 N2

V1 N0

V2 N3

V2 N0

V1 N3

V1 N1

V3 N3

V3 N1

V2 N3

V2 N2

V3 N2

V3 N0

V2 N0

V2 N1

V1 N0

V1 N3

V3 N0

V3 N1

V1 N1

V1 N2

V3 N2

V3 N3

In the split-plot design shown here,
the treatments are three varieties of
oats (Victory, Golden rain and
Marvellous) and four levels of
nitrogen (0, 0.2, 0.4 and 0.6 cwt).
As it is feasible to work with
smaller plots for fertiliser than for
varieties, the six blocks were
initially split into three whole-plots
and then each whole-plot was split
into four subplots. The varieties
were allocated (at random) to the
whole-plots within each block, and
the nitrogen levels (at random) to
the subplots within each
whole-plot. In a randomized-block
design, we have a hierarchical
structure with blocks and then plots
within blocks.
Results from the experiment are
in the file Oats.rda.

To analyse the data, we need to define a factorial treatment structure, as in Section 3.1
treatmentstructure = yield ~ nitrogen*variety

which expands to give three terms: nitrogen representing the main effect of nitrogen,
variety representing the main effect of varieties, and nitrogen:variety
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representing their interaction. The blockstructure is
blockstructure = ~ blocks/plots/subplots

which

expands

to

give three terms: blocks , blocks:plots and
blocks:plots:subplots. The analysis-of-variance table shows that we now have
three strata: blocks, whole-plots within blocks, and subplots within whole plots (within
blocks). Moreover, the analysis has more than one residual: in the split-plot design we
need to consider the random variability of the whole-plots as well as the variability of the
subplots. The sum of squares for variety (which was applied to complete whole-plots)
can correctly be compared with a residual which represents the random variability of the
whole-plots. Conversely, nitrogen (which was applied to subplots) and the
variety:nitrogen interaction are compared with the residual for subplots within
whole-plots.
> library(msanova)
Loading required package: lattice
> data(Oats)
> Oats.a0 <- msanova(yield ~ nitrogen*variety,
+
blockstructure = ~ blocks/wplots/subplots,
+
data = Oats)
> print(Oats.a0, printInfo = c("aovtable", "means"))
Analysis of variance table
==========================
Variate: yield
d.f. s.s.
5 15875

blocks stratum
blocks:wplots stratum
variety
Residual

2
10

blocks:wplots:subplots stratum
nitrogen
nitrogen:variety
Residual

3 20020
6
322
45 7969

Total

71 51986

1786
6013

m.s.
3175

v.r.
5.28

F pr.

893
601

1.49
3.40

0.272

6674 37.69 <1e-04
54 0.30 0.932
177

Tables of means
===============
Variate: yield
Grand mean
nitrogen
variety
nitrogen
0 cwt
0.2 cwt
0.4 cwt
0.6 cwt

104.0
0 cwt
79.4

0.2 cwt
98.9

0.4 cwt
114.2

Victory Golden rain
97.6
104.5
variety

0.6 cwt
123.4

Marvellous
109.8

Victory Golden rain
71.5
80.0
89.7
98.5
110.8
114.7
118.5
124.8

Marvellous
86.7
108.5
117.2
126.8
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Standard errors of differences of means
--------------------------------------Table

nitrogen

variety

nitrogen
variety
rep.
18
24
6
s.e.d.
4.44
7.08
9.72
d.f.
45
10
30.23
Except when comparing means with the same level(s) of
variety
7.68
d.f.
45

The standard errors accompanying the tables of means also take account of the stratum
where each treatment term was estimated. The variety s.e.d. of
7.08 = %(2 × 601.3 / 24)
is based on the residual mean square for blocks:wplots, while that for nitrogen
4.44 = %(2 × 177.1 / 18)
is based on that for blocks:wplots:subplots. The variety × nitrogen table is
more interesting. There are two s.e.d.'s according to whether the two means to be
compared are for the same variety. If they are, then the subplots from which the means
are calculated will all involve the same set of whole-plots, so any whole-plot variability
will cancel out, giving a smaller s.e.d. than for a pair of means involving different
varieties.
Split-plot designs do not only occur in field experiments, but they can occur in animal
trials (where, for example, the same diet may need to be fed to all the animals in a pen
but other treatments may be applied to individual animals), or in industrial experiments
(where different processes may require different sized batches of material), or even in
cookery experiments (see, for example, Cochran & Cox 1957, page 299). There can also
be more than one treatment factor applied to the units of any stratum; to analyse the
results with msanova, you simply need to specify the blocking factors, as above, and
then whatever treatment structure is appropriate.

5.2

Practical

In an experiment to study the effect of two meat-tenderizing chemicals, the two (back)
legs were taken from four carcasses of beef and one leg was treated with chemical 1 and
the other with chemical 2. Three sections were then cut from each leg and allocated (at
random) to three cooking temperatures, all 24 sections (4 carcasses × 2 legs × 3 sections)
being cooked in separate ovens. The table below shows the force required to break a strip
of meat taken from each of the cooked sections. The data are available in the file
Meat.rda. Analyse the experiment.
On the assumption that the temperature levels are equally spaced and increasing, fit
polynomial contrasts to see whether the force increases linearly with temperature.

5.3 The afieldresiduals function
leg
carcass
1

2

3

4
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1
2
section chemical temp force chemical temp force
1
1
2
5.5
2
3
6.3
2
1
3
6.5
2
1
3.5
3
1
1
4.3
2
2
4.8
1
2
1
3.2
1
3
6.2
2
2
3
6.0
1
2
5.0
3
2
2
4.7
1
1
4.0
1
2
1
2.6
1
2
4.6
2
2
2
4.3
1
1
3.8
3
2
3
5.6
1
3
5.8
1
1
3
5.7
2
2
4.1
2
1
1
3.7
2
3
5.9
3
1
2
4.9
2
1
2.9

The afieldresiduals function

afieldresiduals allows you to plot residuals in field layout, so that you can study to

study the spatial pattern of the residuals, for example to see if there are any systematic
trends in fertility. It has the following arguments.
object
x, y
rmethod

...

an S3 object of class msanova.
locations of grid lines at which the residual
values in the field were measured.
a character string specifying the type of residuals
to plot ("simple", "standardized",
"combined"); default "combined".
other graphical parameters; (see
[lattice]{levelplot} for details).

The example below plots the standardized residuals from the Oats.rda data set, under
the assumption that the experiment was laid out as shown in the plan at the start of in
Section 5.1.
> afieldresiduals(Oats.a0, x = c(rep(1:2, 18), rep(3:4, 18)),
+
y = rep(rep(18:1, each=2), 2), rmethod = "standardized",
+
col.regions = topo.colors, cuts = 5,
+
main="Standardized residuals for yield")
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Figure 5.1

5.4

Practical

Assuming that the plots in the experiment in file Wheatstrains.rda, in Practical
2.3,were in a rectangular layout, with Plots as rows and Blocks as columns, plot the
standardized residuals in field layout.

5.5

Other stratified designs

The ideas behind the split-plot design can easily be extended to allow for further
subdivisions. For example, in a split-split-plot design if we would split the subplots into
sub-subplots with a further factor, subsubplot, to obtain a block structure of
blocks / wplots / subplots / subsubplot

leading to a further term (and thus stratum)
blocks:wplots:subplots:subsubplot

Provided the necessary factors are correctly defined,msanova will determine
automatically the stratum where each treatment term is estimated, and calculate
appropriate s.e.d's for each table of means.
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D3 N1

D2 N2

D1 N2

D4 N2

D3 N2

D2 N1

D1 N1

D4 N1

D1 N1

D4 N1

D3 N1

D2 N2

D1 N2

D4 N2

D3 N2

D2 N1

D4 N1

D1 N1

D2 N2

D3 N1

D4 N2

D1 N2

D2 N1

D3 N2

D2 N2

D3 N1

D4 N2

D1 N1

D2 N1

D3 N2

D4 N1

D1 N2

You can also have designs involving both crossing and nesting. The plan above shows
an experiment set up to study the effects of cutting date and a nitrogen treatment on the
yield of a forage crop. The main-plot treatment is Cutdate (D1-4 on the plan), and the
individual plots of the square have been split into pairs to allow for the two Nitrogen
treatments (0 and 0.3). The subplot factor is nested below the usual block formula for a
Latin square
(Rows * Columns) / Subplots
= Rows + Columns + Rows:Columns

+ Rows:Columns:Subplots

to give an extra stratum Rows:Columns:Subplots to represent the variation of the
subplots within the plots of the Latin square. The data are in the file Forage.rda, and
the y-variate to be analysed is the yield of forage. Again, the two-way table of means has
two s.e.d's depending on the level of the factor that was applied to the plots of the design.

> data(Forage)
> Forage.a0 <- msanova(Yield ~ Cutdate*Nitrogen,
+
blockstructure = ~ (Rows * Columns) / Subplots,
+
data = Forage)
> print(Forage.a0, printInfo = c("aovtable", "means"))
Analysis of variance table
==========================
Variate: Yield
d.f.
3

m.v.
0

s.s.
88

m.s.
29

v.r.
0.81

Columns stratum

3

0

110

37

1.02

Rows:Columns stratum
Cutdate
Residual

3
5

0 23019
1
181

Rows stratum

Rows:Columns:Subplots stratum
Nitrogen
Cutdate:Nitrogen
Residual

1
3
10

0
0
2

Total

28

3 21266

233
27
21

F pr.

7673 212.53 <1e-04
36 17.11
233 110.37 <1e-04
9
4.27 0.035
2
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Tables of means
===============
Variate: Yield
Grand mean

62.64

Cutdate

Jun11
20.60

Jul01
58.95

Nitrogen

0
59.94

0.3
65.34

Cutdate Nitrogen
Jun11
Jul01
Jul22
Aug12

0
18.73
56.40
76.25
88.40

Jul22
80.48

Aug12
90.53

0.3
22.48
61.50
84.72
92.67

Standard errors of differences of means
--------------------------------------Table

Cutdate

Nitrogen

Cutdate
Nitrogen
rep.
8
16
4
s.e.d.
3.004
0.514
3.091
d.f.
5
10
5.59
Except when comparing means with the same level(s) of
Cutdate
1.027
d.f.
10
(Not adjusted for missing values)

This example also shows how the analysis can cope with missing values as may occur if
a unit is damaged or, for some reason, fails to be measured. Here we have lost one
complete plot and half another one. The residual degrees of freedom are adjusted (as
shown in brackets) and the missing values are estimated as part of the analysis. The
analysis involves approximations but, provided only a few units are missing, these should
be acceptable.

5.6

Practical

The file Rice.rda contains data from an experiment that studied the effect of three
levels of nitrogen fertilizer on the yields of six varieties of rice (Gomez & Gomez, 1984,
Statistical Procedures for Agricultural Research, page 110).
The experiment used a strip-plot design. This is a replicated row and column design.
Each replicate had three columns and six rows. Within each replicate, the nitrogen levels
were randomized onto the columns, and the varieties were randomized onto the rows. So
the block structure is
Rep / (Row * Column)

and the treatment structure is
Variety * Nitrogen

Analyse the yields.

6

Balance and non-orthogonality

The examples in the earlier chapters have all been orthogonal. msanova can also analyse
non-orthogonal designs, provided they are balanced. This chapter explores these
concepts, using an example where treatment terms are confounded with block terms. It
also defines the efficiency factor, which measures how much information on a treatment
term is contained in each stratum, and describes the conditions for a design to be
balanced (and thus analysable by msanova).

6.1

Confounding and efficiency factors

In the split-plot design it is the main effect of one of the treatment factors that is
estimated in the higher stratum. Statistically, we would say that this main effect is
confounded with whole plots within blocks. For the factor variety in Section 5.1, this
is completely acceptable; the main interest in the trial was to look at the nitrogen factor
and the interaction between nitrogen and variety. However, on other occasions, we
may want all the main effects to be estimated with the extra precision that should be
available in the bottom stratum, and so we may want the interactions to be estimated in
the higher strata instead.
n 0

0 k

n 0

0 k

0 0

0 0

n k

n k

The plan above shows a design in which the interaction between the factors N and K is
confounded with blocks. The definition of the N × K interaction is that it is the difference
between the effect of N estimated at the different levels of K. Here we have factors at two
levels 0 and n for N, and 0 and k for K. For the 0 level of K, the effect of adding N is given
by the mean of the plots with the combination (n, 0) minus the mean of the plots with
(0, 0); while for K at level k, it is given by the mean of the plots with (n, k) minus the
mean of the plots with (0, k). So the difference between the two estimates (which gives
the interaction contrast) is
{ mean of plots with (n, 0) + mean of plots with (0, k) }
! { mean of plots with (0, 0) + mean of plots (n, k) }
The left-hand block above contains only combinations (n, 0) and (0, k), while the righthand block contains only combinations (0, 0) and (n, k). Consequently the difference
between the means of the plots in the two blocks also estimates the interaction: that is,
the N × K interaction is confounded with blocks.
Usually, in a situation like this, you would have more than two blocks. In fact, the two
blocks above are part of a design with eight blocks, each with four plots, that was used
to study factors N, K and D (see Yates, 1937, Design and Analysis of Factorial
Experiments, page 21; also John, 1972, Statistical Design and Analysis of Experiments,
page 135). The left-hand block in the plan is block 3 of the design, and the right-hand
block is block 4.
The data for this design are in file Potatoes.rda. If we analyse just those two blocks
with
treatmentstructure = Yield ~ N*K
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and

blockstructure = ~ Blocks/Plots

the analysis of variance table below confirms that the interaction is estimated in the
Blocks stratum (and, as we have analysed only these two blocks, there are no degrees
of freedom left over for its residual).
> library(msanova)
Loading required package: lattice
> data(Potatoes)
> Potatoes34.a0 <- msanova(treatmentstructure = Yield ~ N*K,
+
blockstructure = ~ Blocks/Plots,
+
data = Potatoes,
+
subset = Blocks=="3"|Blocks=="4",
+
printInfo = c("aovtable", "means"))
> summary(Potatoes34.a0)
Analysis of variance table
==========================
Variate: Yield
d.f.

s.s.

m.s.

Blocks stratum
N:K

v.r. F pr.

1

0.560

0.560

Blocks:Plots stratum
N
K
Residual

1 0.480 0.478 0.036 0.859
1 29.860 29.859 2.247 0.208
4 53.170 13.291

Total

7 84.060

000

nk0

n0d

0kd

n00

0k0

00d

nkd

n00

0k0

n0d

0kd

000

00d

nk0

nkd

n00

00d

nk0

0kd

000

0k0

n0d

nkd

0k0

00d

nk0

n0d

000

n00

0kd

nkd

The plan for the whole design, above, illustrates some further sophistication. It is set up
so that N:K:D is confounded in blocks 1 and 2, N:K in blocks 3 and 4, N:D in blocks 5
and 6, and K:D in blocks 7 and 8. Thus, for example, N:K is estimated between blocks
3 and 4, and within blocks 1, 2, 5, 6, 7 and 8. So 6/8 of the information about N:K is in
the Blocks:Plots stratum, and 2/8 is in the Blocks:Plots stratum. The main effects
of N, K and D can be estimated in every block: they are orthogonal to blocks and all their
information is in the Blocks:Plots stratum.
The amount of information available about a term in a particular stratum is known as
its efficiency factor. The efficiency factors of non-orthogonal terms (i.e. those whose
efficiency is less than one) are listed in the Information Summary.
The data for the full experiment are in file Potatoes.rda, The whole design can be
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analysed by setting
treatmentstructure = Yield ~ N*K*D

and
blockstructure = Blocks/Plots

The analysis is shown below.
> Potatoes.a0 <- update(Potatoes34.a0,
+
treatmentstructure = Yield ~ N*K*D, subset=NULL)
> Potatoes.a0
Variate: Yield
d.f.

s.s.

m.s.

v.r.

e.f.

F pr.

1
1
1
1
3

0.60
0.20
1.80
0.10
0.60

0.56
0.20
1.83
0.08
0.19

3.0
1.1
9.9
0.4
0.8

0.25
0.25
0.25
0.25
1.00

0.1805
0.3770
0.0514
0.5562

Blocks:Plots stratum
N
K
D
N:K
N:D
K:D
N:K:D
Residual

1
2.50
2.49 10.9
1 115.60 115.64 505.2
1 200.00 200.05 874.0
1
0.00
0.02
0.1
1
1.30
1.29
5.7
1
8.30
8.27 36.1
1
0.00
0.03
0.1
17
3.90
0.23

1.00
1.00
1.00
0.75
0.75
0.75
0.75
1.00

0.0043
<1e-04
<1e-04
0.7700
0.0295
<1e-04
0.7107

Total

31 334.90

Blocks stratum
N:K
N:D
K:D
N:K:D
Residual

Tables of means
===============
Variate: Yield
Grand mean

7.811

N

0
7.532

n
8.089

K

0
5.910

k
9.712

D

0
5.310

d
10.311

N
0
n

K

0
5.660
6.159

k
9.404
10.019

N
0
n

D

0
5.264
5.357

d
9.800
10.822

K
0
k

D

0
2.822
7.798

d
8.997
11.625

K

0

k
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N
0
n

D

0
2.842
2.803

d
8.478
9.516

0
7.686
7.911

d
11.122
12.128

Standard errors of differences of means
--------------------------------------Table

N

K

D

rep.
16
16
16
d.f.
17
17
17
s.e.d.
0.1691
0.1691
0.1691
Except when comparing means with the same level(s) of
N
K
Table

N
D

N
K
8
17
0.2392
0.2584
0.2584

K
D

N
K
D
rep.
8
8
4
d.f.
17
17
17
s.e.d.
0.2392
0.2392
0.3521
Except when comparing means with the same level(s) of
N
0.2584
0.3654
K
0.2584
0.3654
D
0.2584
0.2584
0.3654
N:K
0.3782
N:D
0.3782
K:D
0.3782

The standard means (produced by printInfo="means") take the effects of each term
only from the lowest stratum where it is estimated. Thus the effects for N:K are taken
from the Blocks:Plots stratum. The different efficiency factors for the component
terms of the two-way and three-way tables of means in the example lead to different
standard errors for some comparisons. For example, the s.e.d. for the N:K:D table is
13.15 when comparing means with different levels of all three factors, it is 13.64 if the
level of one of the factors is identical for both means, and it is 14.12 if two of the factors
are at identical levels.
The effects from the lowest stratum are usually those that are estimated most precisely;
the lower strata generally have smaller mean squares and, in most designs, terms will
have higher efficiency factors in the lower strata. Moreover, under the usual assumptions
of Normality of residuals, differences between the means can be tested by the usual tstatistics. Nevertheless, for prediction you will often want to present means and effects
that combine the information about each term from all the strata where it is estimated.
Provided the design is a generally-balanced design, these can be setting by
printInfo="cbmeans". Payne & Tobias (1992, Scandinavian Journal of Statistics,
19, 3-23) give a full definition of the method and of the design properties. However, you
do not need to know the details !msanova checks the design automatically and will let
you know if it is not generally balanced.
The combined means for the potato example are shown below.

> print(Potatoes.a0, printInfo="cbmeans")

6.1 Confounding and efficiency factors

71

Tables of combined means
========================
Variate: Yield
N

0
7.532

n
8.089

K

0
5.910

k
9.712

N
0
n

K

0
5.713
6.106

D

0
5.310

d
10.311

N
0
n

D

0
5.176
5.445

d
9.888
10.734

K
0
k

D

0
2.847
7.774

d
8.973
11.649

K
D

0
0
2.846
2.848

d
8.580
9.365

N
0
n

k
9.351
10.072

k
0
7.506
8.042

d
11.195
12.103

Standard errors of differences of combined means
-----------------------------------------------Table

N
K
rep.
16
16
8
s.e.d.
0.1705
0.1705
0.2411
effective d.f.
17.90
17.90
17.90
Except when comparing means with the same level(s) of
N
0.2431
effective d.f.
21.76
K
0.2431
effective d.f.
21.76
Table

N

N
D

K

K
D

N
K
D
rep.
8
8
4
s.e.d.
0.2411
0.2411
0.3424
effective d.f.
17.90
17.90
19.94
Except when comparing means with the same level(s) of
N
0.2431
0.3438
effective d.f.
21.76
21.76
K
0.2431
0.3438
effective d.f.
21.76
21.76
N.K
0.3452
effective d.f.
23.14
D
0.2431
0.2431
0.3438
effective d.f.
21.76
21.76
21.76
N.D
0.3452
effective d.f.
23.14
K.D
0.3452
effective d.f.
23.14

D
16
0.1705
17.90
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The effective d.f. are calculated by an algorithm based on Satterthwaite's method (Payne
2004, COMPSTAT 2004 Proceedings in Computational Statistics, 1629-1636), and can
be used for approximate t-tests for differences between means.

6.2

Balance

The designs that are analysable by msanova must have the property of first-order
balance. Essentially this requires the contrasts of each term to all have a single efficiency
factor, wherever the term is estimated. In the example in Section 7.1, all the terms have
only one degree of freedom, and so represent only one contrast. So it is clear that the
design is balanced.
Suppose instead that the treatment combinations were represented by a single factor
T with eight levels: 000, 00d, 0k0, 0kd, n00, n0d, nk0 and nkd. The main effect of T
would not be balanced, as the comparison of levels
{000, 00d, 0k0, 0kd}
with {n00, n0d, nk0, nkd}
has efficiency factor one in the Blocks:Plots stratum and zero in the Blocks stratum
(this contrast is equivalent to the main effect of N in the original specification); but the
comparison of levels
{n00, n0d, 0k0, 0kd}
with {000, 00d, nk0, nkd}
has efficiency 0.25 in the Blocks stratum and 0.75 in the Blocks:Plots stratum (this
is equivalent to N.K in the original specification). Thus the main effect of T is not
balanced, since in the Block:Plots stratum some of its contrasts have efficiency factor
one, while others have efficiency factor 0.75. msanova can detect unbalanced designs
like this. It will then give a fault, and return argument exitcode=NA.
> Potatoes$T <- factor(apply(Potatoes[, c("N", "K", "D")], 1,
+
function(x) paste(x,collapse="")))
>
> Potatoes.a1 <- update(Potatoes.a0, treatmentstructure = Yield ~ T)
******** Fault
Command: ANOVA [PRINT=aovtable,means; UPRINT=*; CPRINT=*;
FACTORIAL=3; CONTRASTS
Design unbalanced - cannot be analysed by ANOVA.
Model term T (non-orthogonal to term Blocks) is unbalanced, in the
Blocks:Plots stratum. Note, though, that the terms are nearly
orthogonal (average efficiency factor = 1.0000). So it may be worth
checking their factor values if you were expecting the design to be
balanced.
> Potatoes.a1
exitcode is NA

It is still possible to analyse this particular design bymsanova, by defining pseudo-factors
as shown in Section 6.4. Alternatively, the aov2asreml function allows you to form an
asreml object from your msanova object, so that you can use a REML linear mixed
model analysis from asreml instead. Here we could put
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Potatoes.asr <- aov2asreml(Potatoes.a1)

6.3

Practical

The file Lettuce.rda contains data from an experiment growing lettuce seedings.
There are three treatment factors: nitrogen (N), phosphorus (P) and potash (K). It was
arranged in three replicates, each containing three blocks, and a different set of contrasts
of the N:P:K interaction was confounded with blocks within each replicate. (For details,
see Cochran & Cox 1957, Experimental Designs (Second Edition), page 196.) Analyse
the experiment with
treatmentstructure = Yield ~ N * P * K

and notice that the design is balanced. Can you explain the efficiency factors for the
N:P:K interaction?
Reanalyse the experiment with
treatmentstructure = Yield ~ N:P:K

and notice that the design is now unbalanced.

6.4

Pseudo-factors

If a design is partially balanced like that in Section 6.2, you may be able to use the
pseudo-factorial operator | (vertical bar) to partition the unbalanced treatment term into
pseudo-terms, which are each balanced ! and thus retain the more comprehensive output
available from msanova. In the example in Section 6.2, some of the contrasts of factor
T had efficiency one in the Blocks:Plots stratum and zero elsewhere, while others
have efficiency 0.25 in the Blocks stratum and 0.75 in the Blocks:Plots stratum. If
instead of
treatmentstructure = Yield ~ T

we specify
treatmentstructure = Yield ~ (T|N+K+D+N:K+N:D+K:D)

the terms within the brackets that follow the operator | are linked to the term T as
pseudo-terms. When the time comes for T to be fitted, the pseudo-terms N, K, D, N:K, N:D
and K:D are fitted first. All the contrasts wholly estimated in the Blocks:Plots stratum
are thus removed (by N, K and D), as well as some of the other contrasts. The remaining
contrasts (denoted by T in the information summary) are all estimated with efficiency
0.25 between blocks and 0.75 within blocks. Thus all the pseudo-terms are balanced:
those specified explicitly (N, K, D, N:K, N:D and K:D), and the final pseudo-term which
represents the contrasts not accounted for by N, K, D, N:K, N:D and K:D. So by using the
pseudo-factors, the design becomes analysable. In this example all the pseudo-terms
represent single degrees of freedom - the final pseudo-term corresponds to the contrast
represented earlier by N:K:D - but later we give an example where the pseudo-terms each
have several degrees of freedom.
The sums of squares of the pseudo-terms are automatically combined to form the sum
of squares for T in the analysis-of-variance table. Similarly the effects are all added
together to form the table of means for T.
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> Potatoes.a2 <- update(Potatoes.a0,
+
treatmentstructure = Yield ~ (T|N+K+D+N:K+N:D+K:D))
> Potatoes.a2
Analysis of variance table
==========================
Variate: Yield
d.f.

s.s.

m.s.

v.r.

e.f.

F pr.

4
3

2.7000
0.6000

0.6700
0.1900

3.61
0.81

0.2500
1.0000

0.16

Blocks stratum
T
Residual
Blocks:Plots stratum
T
Residual

7 327.8000
17
3.9000

Total

31 334.9000

46.8300 204.58
0.2300

0.8571 <1e-04
1.0000

Tables of means
===============
Variate: Yield
Grand mean

7.811

T
N
K
D

000
1
1
1
2.842

T
N
K
D

nkd
2
2
2
12.128

00d
1
1
2
8.478

0k0
1
2
1
7.686

0kd
1
2
2
11.122

n00
2
1
1
2.803

n0d
2
1
2
9.516

nk0
2
2
1
7.911

Standard errors of differences of means
--------------------------------------Table
T
rep.
4
d.f.
17
s.e.d.
0.3521
Except when comparing means with the same level(s) of
N
0.3654
K
0.3654
D
0.3654
N.K
0.3782
N.D
0.3782
K.D
0.3782

The basic idea, then, is to use each pseudo-term to pick out a set of contrasts whose
efficiency factors are all the same, wherever they are estimated.
The traditional example for pseudo-factors is the partially balanced lattice. This has a
single treatment factor, with number of levels equal to the square of some integer, k. To
form the design, this factor is arbitrarily represented as the factorial combinations of two
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pseudo-factors, below called A and B, each with k levels. For further details see Yates
(1937) or Kempthorne (1952). The file Lattice.rda contains data from a simple
lattice, for a variety trial of soybeans, from Cochran & Cox (1957, Experimental Designs
(second edition), page 406). Here the treatment factor, Variety, has 25 levels. The
correspondence between levels of Variety and the two pseudo-factors is:
B

1

2

3

4

5

1

1

2

3

4

5

2

6

7

8

9

10

3

11

12

13

14

15

4

16

17

18

19

20

5

21

22

23

24

25

A

The simple lattice has two replicates, each with k blocks of k plots: the
blockstructure is
blockstructure~Rep/Block/Plot

which defines strata for Rep, Rep:Block and Rep:Block:Plot. The main effect of A
is confounded with the blocks in the first replicate: block 1 has the five levels of
Variety that correspond to level 1 of A, block 2 has those with level 2, and so on.
Similarly, B is confounded with the blocks of the second replicate. Thus A and B are each
confounded with blocks in one out of the two replicates. So they have efficiency 0.5 in
the Rep:Block (or blocks-within-replicates) stratum, and 0.5 in the Rep:Block:Plot
(or plots-within-blocks) stratum. The treatmentstructure is
treatmentstructure = Yield ~ (Variety | A + B)

The partially confounded parts of Variety are specified by the two pseudo-terms, A and
B, and will be fitted first. The remaining contrasts of Variety correspond to the
interaction between A and B, which is all estimated in the Rep:Block:Plot stratum.
This final pseudo-term is thus also balanced, so the design can be analysed. The analysisof-variance table differs from that presented by Cochran & Cox (1957); they do not
present the treatment sums of squares between and within blocks, but merely a sum of
squares unadjusted for blocks. We also print the table of means combining information
from both the Rep:Block and the Rep:Block:Plot strata, and the stratum variances
and variance components.
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> data(Lattice)
> Lattice.a0 <- msanova(treatmentstructure = Yield ~ (Variety|A+B),
+
blockstructure = ~ Rep/Block/Plot,
+
data = Lattice,
+
printInfo = c("aovtable", "cbmeans", "stratum"))
> Lattice.a0
Analysis of variance table
==========================
Variate: Yield
d.f.
1

s.s.
212.2000

8

350.0000

43.7500

0.5000

Rep:Block:Plot stratum
Variety
Residual

24
16

711.1000
218.5000

29.6300 2.17
13.6600

0.8333 0.0564
1.0000

Total

49 1491.8000

Rep stratum
Rep:Block stratum
Variety

m.s. v.r.
212.1800

e.f.
1.0000

F pr.

Tables of combined means
========================
Variate: Yield
Variety
A
B

1
1
1
19.07

2
1
2
16.97

3
1
3
14.65

4
1
4
14.77

5
1
5
12.85

6
2
1
13.17

7
2
2
9.07

Variety
A
B

8
2
3
6.75

9
2
4
8.37

10
2
5
8.45

11
3
1
23.55

12
3
2
12.46

13
3
3
12.63

14
3
4
20.75

Variety
A
B

15
3
5
19.33

16
4
1
12.62

17
4
2
10.53

18
4
3
10.70

19
4
4
7.32

20
4
5
11.40

21
5
1
11.63

Variety
A
B

22
5
2
18.53

23
5
3
12.20

24
5
4
17.33

25
5
5
15.40

Standard errors of differences of combined means
-----------------------------------------------Table
Variety
rep.
2
s.e.d.
4.234
effective d.f.
18.88
Except when comparing means with the same level(s) of
A
3.974
effective d.f.
18.01
B
3.974
effective d.f.
18.01
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Estimated stratum variances
===========================
Variate: Yield
Stratum
Rep
Rep.Block
Rep.Block.Plot

variance

effective d.f.

variance component

212.180
111.805
13.655

1.000
7.129
16.871

4.015
19.630
13.655
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